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Executive Summary
No AI system is ever going to be perfect. So, setting aside the endless hunt for accuracy, what are 
the most important things you can do to safeguard your business and decisions? It turns out,  
a little humility can go a long way. 

Humility in AI means having the tools to recognize and act on situations in which a model may 
be less confident of a decision. This may happen because the prediction falls near the decision 
boundary, or could be caused by either the quality of the data the model was trained on or the 
quality of the data the model is now being asked to score. A lack of diversity in your training data 
will leave a model ill-prepared to make confident predictions on those less-seen characteristics. 
Outliers or outright anomalies in scoring data will also cause model performance to suffer. 

When these or any other similar conditions have been met, a humble AI system can trigger 
automatically a set of actions to alter its behavior. For example, instead of making a prediction 
with an outlier input in the scoring data, you may want to substitute in a more typical value. 
Alternatively, the system could default to returning a “safe” prediction that ignores whatever is 
going wrong with the model or data. At the most disruptive, you may want to simply return an error, 
and, in the process, flag the case for review by a human operator. 

At DataRobot, we recognize these capabilities are essential to realizing an AI system’s 
performance in the arena that matters most: the real world. In the pages that follow, we will 
explore how DataRobot’s new Humble AI feature and other recommended AI humility best 
practices help you guarantee the trustworthy operation of your AI system.
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What Does It Mean for an AI to Be Humble?
At first, humility may seem like an unexpected concept to encounter in the world of AI. Most of the 
conversation around innovation in AI has been about all the exceptional things AI can do, such as its 
capacity to make our processes better, smarter, and faster than ever before, as well as automating 
aspects of our day-to-day lives, and even impacting life-altering decisions. Developments over the 
past several decades have enabled the complex algorithms underlying AI to learn patterns from 
data and make increasingly more accurate predictions. 

In recent years, those technologies have become even more accessible. Automated machine learning has been 
democratizing the creation of AI systems. It’s no longer just data scientists with advanced backgrounds in 
programming, mathematics, and statistics who build AI systems, but also empowered business analysts with 
the raw data, the right questions, and the newest tools at their disposal. 

As AI systems proliferate, it’s not enough just to be accurate anymore. The cutting edge must evolve beyond the 
hunt for pure accuracy to encompass the qualities and technologies that result in a more responsible, ethical, 
and trustworthy system. In the high-stakes and high-value settings where AI is being applied, we need systems 
whose behavior we can fully explain and whose outcomes, in specific instances, we can exercise control over. 

In critical situations, the ability of an AI to demonstrate humility becomes paramount. Under what circumstances 
might an AI system be less confident in a prediction? What should be done when it is unsure? Instead of 
pretending all predictions are delivered to us with the same level of confidence, how do we quantify a prediction’s 
uncertainty and take that into consideration in our decision-making? 

All models are wrong, 
but some are useful.

– George Box



How Does Machine Learning Work?
The fundamental concept at the heart of machine learning is that you can train 
mathematical algorithms to learn patterns from historical data so that when you apply 
them to new data, you are able to accurately predict what’s going to happen next. 

Those predictions may be direct values  (i.e., predicting as a 0 or 1 whether an event 
occurs or not), or they may represent scores or values (i.e., fitness scores for a job 
applicant to an open hiring position), which then can be ranked, or something like scores 
or quantities prediction of how many shoppers will come to a store on a holiday. Users 
consume those predictions in a variety of ways with different levels of automation 
and human involvement in the resulting decision-making. Sometimes the predictions 
lead directly to an automated decision. Other business processes may require the 
augmented decision-making of a human operator with insight from the AI system.
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Predictions in machine learning are made from a combination of inductive and deductive reasoning. Inductive 
reasoning takes place as a machine learning model identifies patterns from the data. It is searching for 
patterns that are generalizable; that is, they will be applicable and informative to new data the model has not 
seen before. It runs the risk of learning patterns that are not generalizable, but only from the artefacts of the 
particular set of historical examples provided to it. It will also struggle to learn patterns for areas of the data that 
are underrepresented or sparse. When the inductive inferences of a model are applied to new data, the model 
leverages deductive reasoning. If those inferences are actually “true,” then the model would be able to deduce 
the exact outcome. This is a hypothetical ideal, from which error metrics allow a data scientist to estimate how 
far a particular algorithm has deviated.

When a machine learning model is deployed as an AI system, one core assumption that allows for its continued 
use is that the present state of the process strongly resembles the past state captured in the historical data the 
model was trained on. Another common assumption is that the training data describes the situation completely; 
that is, it was sufficiently diverse for the model to learn to handle equally well the range of possible inputs within 
the problem space of the process. Both of these would need to be true for that ideal scenario. 
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Existing best practices already make room for the recognition of flaws in these assumptions. Here are just a few:

Feature Selection. More parsimonious models rely upon fewer features that are strongly indicative of the 
outcome, which are, therefore, more stable. 
 
Partitioning Methods. Methods like cross-validation or out-of-time validation accommodate better estimates 
of generalizability for a given model in particular contexts, leading to more accurate assessments of how it will 
perform against the as-yet-unseen data.  
 
MLOps or Machine Learning Operations. Tools and practices to govern machine learning models in production, 
such as:

However, even with these best practices and guardrails, an AI system is still susceptible to issues in production, 
as the model is exposed in real-time to raw input data, which is far less curated than the training or test set of 
data used in model building. In real-time, on any individual prediction, a model may confront missing values, 
outliers, new categories of data and unexpected drift. This vulnerability is best dealt with by humility in AI.

Monitoring system 
performance and tracking 

accuracy over time  by 
aggregating scoring data 

 and predictions. 

Using the statistical quantity of  
data drift to assess the 

dissimilarity of the aggregated 
scoring data from the training 
data the model learned from.

Retraining the model on more 
recent data at regular intervals, 

or after significant data drift or a 
sustained loss in accuracy.
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How Do We Make Machine Learning Better?
While advanced research pioneers new algorithmic techniques, there is also a simpler and more 
direct way to approach this question when dealing with an integrated AI system: 

The real goal here is not the most advanced or complete mathematical technique. Instead, for these AI systems 
tied to enterprise business processes, the quantity we want to maximize is value, and by any and all means 
possible, while still aligning to our ethics and personal values. This can be supported at a holistic level both by 
the human expertise involved in designing an AI system and by specific technologies. 

Traditional machine learning, by design, is not contingent upon human intuition about a process. At their best, 
machine learning algorithms pick up whatever patterns they find in the data, rather than develop within the 
constraints of assumptions made about the underlying distribution and relationships in the data. As discussed 
previously, this talent for pattern recognition is both their great strength and a potential weakness in that they are 
liable to overfit to the training data and exploit corners of the data that are not helpful in application in order to 
inflate their training accuracy. 

How do we better leverage existing human intelligence  
and resources alongside the AIs?
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For example, in an insurance model predicting risk, the model may incorrectly learn a relationship between the 
number of DUIs and risk due to data sparsity. As few historical records will have greater than three DUIs, the 
model may begin to predict that risk goes down for the fourth or fifth DUI. This is an obvious place where subject 
matter expertise can lead to a model with a truer understanding of the underlying process, even if there is 
insufficient or contrary evidence to support it. 

In this real-world example, the underlying relationship between these two variables is known, yet the reason we 
turn to machine learning in the first place is to surpass the complexity of our existing knowledge of a process. 
Machine learning, however, is entirely shaped by what is present in the data, in which human design can also 
result in limitations that would not have existed by casting a wider net. Some of their inherent fallibility is tied to 
which data fields are chosen and engineered, how many examples are given, and how they were sampled. Or it 
could be related to integrity issues in how humans have recorded, converted, aggregated, and engineered the data. 

Humility in AI means having a systemic, qualified, and actionable understanding of these potential areas for 
weakness, even in a model that is built on the best available data with robust practices. Current business 
processes involving AI already accommodate the augmentation of human decision-making with insight from an 
AI system; that is, scenarios in which the AI is not automating a decision, but one feed of information to a human 
decision-maker, for example a doctor determining a diagnosis. But one avenue for tools to build a more humble AI 
is for human intelligence to augment AI decision-making in real-time, and not just in model design and validation. 

Together, both AI-augmented human intelligence and human-augmented AI 
intelligence leverage the strengths of each other to create better systems that  
are more effective at delivering value.
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How Does Humility Impact Decision Systems?
Decision systems are the highest priority example for understanding how direct the path can be from data to value. These real-
time decision systems are where the stakes of AI humility are the most urgent. There are three common frameworks for how AI 
and human intelligence is integrated into a decision system.

Name Description Example

A doctor makes the final decision for 
a diagnosis and prognosis of lung 
cancer in a patient, though leverages 
an advanced VisualAI system to 
score the X-rays.

Manufacturing processes are 
monitored and regulated in real-
time by a regression model. When 
an outlying prediction is triggered, a 
human operator is alerted, with the 
discretion to shut down the system 
and investigate.

The human operator makes the final 
decision, taking into account the 
recommendation or prediction of the 
AI system. 

Human-in-the-loop

Human-out-of-the-loop

Human-over(seeing)-
the-loop

The AI makes the final decision 
without the involvement of a human 
operator. This is full automation.

The human operator plays a 
supervisory role, with the ability to 
intercede when the AI encounters 
unexpected scenarios or performs 
unexpectedly

An automated system of ad delivery 
shows targeted ads to users on a 
website, making decisions in the 
span of a click.
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The chosen level of automation for a given system is the result of the tradeoff between the appetite for 
automation and the risk of the loss of a human guardrail. In some more instantaneous, high-volume prediction 
scenarios, it may be functionally impossible to have a human-in-the-loop. Most digital advertising technology 
would fit this description. Determining which ads to load onto a page is often the result of decisions made in the 
span of a click, based off of some combination of accumulated user information and immediate behavior. If your 
decision-making window is in the milliseconds, how then do you mitigate risk?

Human-over-the-loop has the potential to strike a balance in this trade-off, enabling decisions to move at 
the speed of full automation all or most of the time, while allowing human intervention to take place when 
needed. Current model monitoring capabilities, like DataRobot’s MLOps, support the long-term oversight of a 
model by aggregating scoring data, model predictions and actual outcomes to compare statistical properties 
of the deployed model to the trained one. This monitoring helps identify the right moment to begin retraining a 
model. However, ideally human-over-the-loop would also enable intervention at the level of an instantaneous 
individual prediction. The primary question then is how to recognize when human intelligence should be 
leveraged, due to a lack of confidence in the model’s prediction and how the system should respond. 

At DataRobot, these questions are now answered through the Humble AI feature. The sections that follow will 
provide more detail on DataRobot’s Humble AI, but also explore other facets and ways to support humility in an 
AI system, regardless of your platform.
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How Can an AI Demonstrate Humility?
The first critical step towards incorporating humility into a model can be conceptualized as wrapping 
a protective, humble layer around your model in production. This humble layer must have two key 
abilities. First, the humble layer must be capable of identifying the specific situations in which the 
model may be less sure of a prediction. When those predictions are identified, the humble layer 
must then be enabled to take a range of possible actions, which human expertise has dictated. 

The following section will explore specific examples of such situations and possible actions, some of which are 
a part of DataRobot’s Humble AI, and other tools and practices that support a more robust, humble AI system.
DataRobot: the Leader in Automated Machine Learning.

What Are Some Examples of Situations in which an AI Should  
Be Humble?
The common thread in the situations described below is that there is a measurable quality that 
indicates this is a specific prediction in which the AI system has reduced confidence. Some of 
these situations are a result of the way the system was designed, including the original curation 
of training data provided to build it. Others relate to the system that feeds inputs into the deployed 
model, which, for matters of integrity, may similarly introduce the capacity for error into the system. 
While the most robust systems will be tested and protected against gross errors, the ability to 
identify these situations in the instant they arise is a final safeguard, essential especially when the AI 
system’s decisions have high impact.
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UNCERTAIN PREDICTIONS

There are two types of prediction outputs in which it is clearest that the machine learning model may 
be uncertain and that this is a prediction that may require human oversight or intervention. Both of 
these cases are supported within DataRobot as an Uncertain Prediction trigger.

Threshold Predictions
In a classifier, for instance labeling an event as a 
0 or 1, the probabilistic output from the machine 
learning model is a score between 0 and 1. In order 
to label the event, that score, through analysis of the 
prediction distributions of the different true classes, 
is then assigned a threshold. If a prediction scores 
over that threshold, the class predicted will be a 1. As 
a default, many packages will set the threshold to be 
a value of 0.5. 

While this sounds cut-and-dry, assigning predictions 
near that threshold requires nuance and humility. 
Figure 1 is a visualization of the prediction 
distributions of two classes and possible thresholds. 
This is a fairly strong classifier with clear separation 
of the classes along the scored probability axis of the 
model. That said, in the center region is a population 
shaded between purple and green that overlaps. A 
prediction scoring in this region about the threshold 
may belong to either class. 

Outlier Predictions
The first output is applicable for a regression 
machine learning use case, which is predicting a 
numeric value. For a few examples, that value may 
be the expected level of a certain chemical in a water 
source, a damage estimate, or a predicted test score. 

In almost any business application, there is a range 
of values that is reasonable and actionable for the 
use case or physical situation described, and values 
beyond that that may be illogical.  

Depending on the use case, it may explicitly be 
outliers you’d like to guard against. DataRobot 
can calculate a pair of thresholds beyond which 
the predicted value would be an outlier using the 
Ueda method. You also have the ability to specify a 
different range, based upon subject matter expertise, 
which may be smaller or larger than the outlying 
range calculated by DataRobot.
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There is frequently a region of low confidence near the threshold 
for a classifier. This is true as well, if not more so, for a more poorly 
performing classifier, as presented in Figure 2. There, a large portion  
of each class cannot be distinguished, as represented by the coincident 
peaks of purple and green. Beyond the threshold are examples of the 
positive class correctly identified. Here, the low-confidence region  
about the threshold may be slightly asymmetrical, in that being below 
the threshold is more likely to indicate the prediction may be incorrect  
than being above it. 

Figure 1. A strong classifier’s prediction distributions, where green 
represents the class with a label of 1, purple of 0, and the horizontal axis 
maps the assigned probability from the model for each. The blue vertical 
line is a score of 0.5, often the default threshold for a classifier, while the 
orange is a recommended threshold to maximize performance. The low-
confidence region is recognizable as the area around the threshold in which 
there is a low-density but overlapped presence of each class, potentially as 
wide as between 0.4-0.6.
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In an ideal world, the model you deploy resembles Figure 1 more closely 
than Figure 2, but it is still possible that a model like Figure 2 shows 
greater predictive power than an existing process. Cost-benefit analysis 
and a clear understanding of the limitations of a system enable the user to 
get value out of even a far-from-perfect model. In either case, recognizing 
a low-confidence region about the threshold makes it possible for human 
judgement to inform the system’s actions when the model is very unsure. 

DataRobot can calculate a range of values around the threshold to set 
the condition to trigger Uncertain Prediction. Additionally, as in the 
regression implementation, you can configure that range manually. Unlike 
for regression models, the binary classification trigger will detect if the 
prediction’s score falls inside rather than beyond the selected range.

Figure 2. A weak classifier’s prediction distribution, where green represents 
the class with a label of 1, purple of 0, and the horizontal axis maps the 
assigned probability from the model for each. The blue vertical line is a 
score of 0.5, while the orange is a recommended threshold to maximize 
performance. Recognizing the low-confidence region near the threshold 
captures some of the capacity for error. However, this particular model is 
still going to have a high false-negative rate, erroneously misclassifying the 
majority of the green peak below the threshold. 
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TOP FEATURE MISSING VALUES

A model will rely upon its different features to varying degrees in making predictions. Some 
features will make a far greater contribution to the ultimate prediction than others. In more classic 
linear regression models, coefficients can be used to understand the impact of a feature on the 
predictions made. For more complex machine learning models without coefficients, a variety of 
other methods exist to identify these top features, including tree-based variable importance, SHAP 
values, and permutation importance. In DataRobot, Feature Impact typically displays the results 
of permutation importance, though the other methods listed are also available as tools in the 
platform where appropriate. Understanding what features have the greatest predictive power and 
how is a key component of explainable AI. 



WHITE PAPER   |   Humility in AI

13

In Figure 3 is an example chart of Feature Impact from DataRobot based upon a publicly available dataset 
on predicting hospital readmission for diabetes patients. Examining this chart, it becomes apparent that the 
top ranked three variables comprise a large portion of the overall impact on a prediction; any feature below 
the third has less than half the predictive power of the top feature. Within those variables--one of which is a 
numeric count from the patient’s history-- two are categorical variables describing the discharge of the patient 
and the medical speciality of the consulted physician. Small alterations in a given record may have a significant 
impact on the resulting prediction.

Figure  3. The results of permutation importance  (the Feature Impact tool in the DataRobot platform)  
for a model built on the 10k diabetes dataset.
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A deeper insight can be acquired from inspecting the partial dependence plot, available in DataRobot 
under Feature Effects. There, the manner in which different values of each of these features influence 
the prediction can be gauged. For these variables, like medical_speciality for instance, a missing 
value is the most strongly correlated to a prediction of readmission (see Figure 4.)

Figure 4. medical_speciality is the third highest feature on the Feature Impact plot in Figure 3.

Here is a representation of how the different 
values of this categorical feature affect the 
target, which is the chance someone is 
readmitted to the hospital within 30 days.  
The value of "medical_speciality" with the 
greatest contribution to an individual’s 
likelihood of readmission is "Missing", that is 
a missing value. For this example, when the 
"medical_speciality" is missing, the patient 
has a higher likelihood of being readmitted. 
That may convey information about how the 
individual was admitted into the hospital and 
their experience there. That said, if this data 
field is erroneously skipped while inputting 
data in a future prediction, that action would 
have a meaningful impact on the prediction.
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Diverse training datasets result in machine learning algorithms better prepared to confront diverse scenarios in 
production. But they are not always possible if that diversity is not present historically, or if it was not collected. 

The DUI example from earlier is an illustration of how this may be an issue. In that example, there were very few 
observations of individuals with greater than three DUIs on their record. The insurance risk model, therefore, 
learned falsely to associate lower risk with greater than three DUIs. This is an example of what can be referred to 
as a “low observation data region,” which prevents the machine learning algorithm from getting a clear enough 
picture of the underlying relationship. 

An AI system demonstrating humility can be made to alert the user if the prediction to be scored is 
representative of a region of low observation from the training data, as it may diminish the ability of the system 
to make predictions accurately. 

Currently, in the DataRobot platform, Humble AI enables the user to specify a list of known values that are 
expected to be present in the scoring data, which can be generated leveraging exploratory data analysis 
performed on the training data. By specifying the known values, this also enables the user to exclude values that 
are simply inappropriate, for instance if a variable represents a letter grade between A-F and a user enters a Y.  
If a value outside the known values is provided, Humble AI will register a Low Observation Region trigger.

LOW OBSERVATION DATA REGIONS



WHITE PAPER   |   Humility in AI

16

OUTLYING INPUTS

An AI’s predictions are less likely to be confident when presented with outlier(s) in the numeric inputs of a row of 
scoring data. There are many types of events which may produce an outlier. 

The outlier may be real and descriptive of the actual state of the system. In a manufacturing setting, an outlier 
in sensor readings may indicate a mechanical failure in the system, for instance causing a particular device to 
overheat. In this case, not only is it possible that the prediction will be uncertain, it is beneficial to the user to be 
aware that something unexpected is going on in their process.

Outliers may also indicate an issue with data collection, as easy as a mis-keying of a value. It is not difficult 
to imagine a situation in which data is entered in the wrong unit for a particular feature. A change in currency, 
from US dollars to Indian Rupees, could drastically alter the numerical data field fed into the algorithm. Even 
something as simple as a data field typically entered in kilometers instead being input as meters would change 
by three degrees of magnitude the value of the feature. 

While the productionalized AI system is hopefully tested to guard against issues in the variable type of feature 
entered, such as an accidental text entry into a numeric field, it is less likely to be inherently robust against the 
type of outlying values described above. 

In DataRobot’s Humble AI, outliers in numeric data fields are identified using the Ueda method, triggering an 
Outlying Input warning. Alternatively, users can enter custom thresholds that will trigger the same warning.
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The final situation discussed here is an anomalous record of scoring data. The outlying input condition 
described in the previous section operates at the level of an individual feature of your data, comparing the input 
numeric value to the distribution in the training data of that feature. Anomaly detection, however, operates at the 
level of a full row of data. It is a form of machine learning that has no predictive target, but instead surfaces a 
score which qualifies how anomalous a single record of data may be compared to the larger dataset. 

Implementing anomaly detection in your humble AI layer would require training and optimizing an anomaly 
detection model alongside your predictive model on the same data. In production, that anomaly detection model 
you could then run simultaneously on a record of scoring data with that row being scored by the predictive 
model. The anomaly detection model would output an anomaly score. Above a certain threshold  
and determined by analyzing the training data, you could trigger the condition of an anomalous record.

ANOMALOUS SCORING DATA
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What Potential Actions Should the System Take When Unsure  
of a Prediction?
After a humble layer in the productionalized AI system has identified any of these situations, the 
question is, what should it be empowered to do? In this section, we will explore a range of possible 
actions, all currently implemented within the Humility Rules of DataRobot’s Humble AI. The final 
configuration of a humble layer depends on the context of the deployed model. It will likely end 
up being a system associating different types and degrees of identified situation with different 
interventions. The actions listed here proceed in order of least disruptive to most.

Figure 5. An example of inputting a trigger for an Outlying Input in the DataRobot Humble AI interface. After 
setting the trigger, users can designate a particular action from those listed in this section.

No operation. The least intrusive action is, of course, to take none. Recognizing that the stakes of the prediction 
are low-impact, or that the situation, while worth noting, is not likely to greatly damage the process, the 
recommendation may be to let the prediction return on the scoring data as it would in any other case. 
While nothing is explicitly done in reference to the specific prediction, it would be recommended to log the 
scoring data that triggered a warning and the resulting prediction.
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Over time, metadata can be accumulated around the nature of the input data, causing less-confident predictions 
and the behavior of the system in response. It may be the case that there are underlying causes in the process 
itself or oversights in modeling that have contributed to these situations recurring. For instance, a poorly trained 
customer service representative may be entering in the make of a car as “lexus” instead of “Lexus,” triggering a 
low observation data region condition.

Overriding prediction. With this action, instead of allowing the model to make a potentially less-confident 
prediction against this particular row of data, the system will instead default to a designated safe value. The 
receiver of the prediction will not perceive any immediate interruption or delay in the return of a prediction. 
This is highly valuable in contexts such as digital media or online tools, where there is not time for a human 
intervention, but it is still potentially important to safeguard against certain predictions or outcomes occurring 
when inappropriate. 

For an example of what a “safe value” may mean, consider automated digital advertising. For a low-
confidence prediction, it would be safer to promote a generic ad in lieu of a targeted one for your user. The 
case can still be flagged for review by a human operator after the fact, but in the meantime, the automated 
service will proceed uninterrupted. 

Return an error. Of the listed interventions, this is the only one that fails to make a prediction. This method is 
easiest to envision in a scenario in which the data input violated rules that should have been explicit to a user, 
such as if a variable supports only a particular range of values, like a percentage of 0-100, or that no prediction 
could be supported with a missing value in a particular feature.
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Figure 6. Options for an action to be taken in the DataRobot’s Humble AI interface.

Some of these actions may be taken in concert. For example, likely every action listed here ought to include an 
element of logging the incident and monitoring the behavior of the system long-term. Another implementation 
may involve alerting a human operator when an error is triggered. Depending on the both the type and severity of 
the situation, different actions may be recommended.
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How Humble AI Tools Improve the Design of your Solution,  
Both in the Moment and Long-Term 

What does Humble AI look like in practice?

Think of humble AI as a protective shield that can be wrapped around a model in production. 
Implementation likely involves determining a specific rules matrix, assigning some of the 
aforementioned actions to particular situations. The exact configuration will depend on the context 
of your use case and business process, but in Table 1, an example set of triggers and system 
actions are explored, as can be implemented in the DataRobot platform through Humble AI.
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In the example above, a set of humility rules are proposed for the diabetes hospital readmission use case 
previously discussed. Within DataRobot, up to ten humility rules may be defined for a given deployment, each 
rule consisting of a trigger and action. Uncertain Prediction (outlier prediction for regression, threshold prediction 
for classification), Low Observation Region and Outlying Inputs are the conditions currently supported. Three 
actions are available: no action, override the prediction, and return an error, which registers as a data error with 
the DataRobot deployment dashboard. The order in which the rules are listed represent the order in which they 
are applied. DataRobot will change the prediction per the first rule that applies, unless a subsequent rule calls for 
returning an error. Returning an error will override all previous rules. 

That said, the concept of humility can be applied in additional ways to the lifecycle of an AI solution. Here are 
several other examples of humility in AI, some an established part of best practices, others more uncommon.

Humble AI Detection Humble AI Action(s)

Return an error: Uncertain Prediction

Save the event to a log file for historical 
review

Predict safe target value for 
readmitted: majority class (0.0)

Save the event to a log file for historical 
review

Return an error: Outlying Input. 

Save the event to a log file for historical 
review

Model predicts target 
readmitted near prediction 

threshold: between 0.55-0.60

Feature “discharge_disposition” 
is new, unseen value  

(Low Observation Region)

Feature “number_inpatient” is an 
outlying value: 365
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Out-of-sample review. The practice of out-of-sample review, when well-executed, establishes benchmarks 
for the humility of an AI. Machine learning fundamentally sets out to optimize performance against data the 
algorithm has never seen. Understanding how to apply strategies for partitioning is already an application 
of humility. The data scientist is actively trying to produce a situation that most resembles the difficulty of 
performing well on unseen data and is attempting to minimize the subtle ways training and testing data can 
sometimes artificially set up a machine learning algorithm for success. 

For example, rather than a simple train-test split, cross-validation ensures the model’s performance is not 
benchmarked against the limited number of samples selected for the test set, but rather the whole of the 
available samples for training. Out-of-time validation, on the other hand, respects that there may be a time-based 
element to the problem and attempts to approximate performance not just on unseen data but future data. 
Additionally, many validation strategies include a holdout or external test set of data reserved for the final check 
of performance. 
 
Prediction intervals. When a model returns a prediction, it is in the form of a raw score, a single datapoint, 
that masks uncertainty. With a prediction interval, you evolve your outcome from that single datapoint into the 
interval which likely contains the real value. This is a method to quantify the uncertainty of the prediction. One 
standard way to represent a prediction interval is to base it upon a likelihood of 95%, that is, determine the 
interval such that it should contain that true value 95% of the time. Various methods exist to estimate prediction 
intervals and produce interpretable visualizations.
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Prediction intervals can be leveraged both in the assessment phase of model building, 
while reviewing performance on out-of-sample data, and then again in production. 
Knowledge of the range of values that your true score may reside within can help  
a human-in-the-loop assess how finely they should interpret a certain result. 

Figure 7. Prediction interval support in the DataRobot Time Series product. 
The prediction interval is the shaded area in blue around the forecasted 
values (blue dots) past the point of prediction (green line)
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Consider a scoring algorithm intended to assist a hiring manager assess potential prospects for a job position. 
If one candidate is scored at an 88 and the other an 86, is this a meaningful distinction? While it is unlikely the 
hiring manager would be presented with a prediction interval, knowledge of that uncertainty can help inform 
the design of the product the hiring manager would interact with. If the prediction interval is typically within 
three to five points, then the 88 versus the 86 is not a significant difference. Instead, in designing the tool, it 
would be most useful to bucket candidates, placing them into tiers when within a close enough range of each 
other in score.

This would be a potentially truer representation of their raw scores – another way in which humility can 
result in improved performance and value from a tool. 

Prediction Warnings
Prediction warnings is a feature within DataRobot’s Humble AI that leverages the same  identification of outlier 
predictions in regression models as the Uncertain Prediction trigger. Prediction warnings, when activated, will 
summarize outlier predictions in a report that returns along with the prediction from the deployment, notifying 
the receiver of the potential issue while still supplying the prediction. The prediction warning results are also 
incorporated into the monitoring of predictions over time as part of data drift tracking in DataRobot. This 
supports the continued monitoring of outlier predictions to determine if they are aberrant events or indicative of 
sustained changes in the system that recommend model retraining.
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How Humble AI Tools Can Help You Improve Your Solutions  
Over Time
The discussion of humility in AI so far has limited itself to a linear understanding of how a solution is made: data 
acquisition and preparation leads to model building and selection, and culminates in a productionalized model. 
Along the way, there are opportunities for humility. This has been an overly simplified vision of the process.

In reality, models will always need to be retrained, when either gradual shifts or sudden changes cause the 
incoming scoring data to no longer resemble the state of the system captured in the training data. Sometimes, 
that means re-running the model on more recent data; other times, the entire approach needs to be rethought, 
all the way back to data curation and what types of variables are included. In a similar manner to how the 
process of data preparation and model building is actually iterative, a model in production does not need to be 
considered “finished.” In fact, ideally the model and decision system exists within a feedback loop that allows for 
the solution to continue to be improved.
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Figure 9.  Humble AI allows users to monitor the number and type of triggered incidents over time, as depicted by the three different lines above. Monitoring and analyzing patterns in these 
events may communicate information about the state of the process or directions for improvement for the underlying model.

In that light, one of the most important actions a humble AI layer can take is to log aberrant prediction situations, and use this 
metadata to inform the modeling approach. For example, your humble AI layer can bring to your attention the prevalence of records 
appearing in a low-observation data region, especially in the case that it was a population you did not anticipate needing to include in 
your training data in a significant way. Monitoring the ways in which a model is less confident enables subsequent review and clear 
directions for improvement.
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Putting It All Together
The ultimate goal of AI solutions in enterprise is to translate data to value. Every step of modeling 
should be executed cognizant of the larger business objective. While much of the hype in AI 
and machine learning is around the next cutting-edge algorithmic technique, from advanced 
neural networks to reinforcement learning, it is vital to recognize that the model at the heart of 
an enterprise AI system is not the endpoint of the design of the solution. Instead, once the best 
possible model has been built, a little humility about its strengths and weaknesses can guide the 
user to support a more robust decision system leveraging that model. Not only that, as discussed 
in the previous section, feedback from that humble layer can subsequently refine and improve the 
modeling approach. 

There is no need to wait for the next breakthrough. There are steps readily within reach to make 
AI systems more humble, robust, reliable and stable  – all dimensions of creating an AI system 
that is worthy of your trust to deliver value and have a positive impact. 

Humble AI allows human and machine intelligence to work in concert, empowering 
AI systems to bring the most value to your enterprise.
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DataRobot is the leader in enterprise AI, delivering trusted AI technology and 
enablement services to global enterprises competing in today’s Intelligence 
Revolution. DataRobot’s enterprise AI platform democratizes data science with end-
to-end automation for building, deploying, and managing machine learning models. 
This platform maximizes business value by delivering AI at scale and continuously 
optimizing performance over time. The company’s proven combination of cutting 
edge software and world-class AI implementation, training, and support services, 
empowers any organization – regardless of size, industry, or resources – to drive 
better business outcomes with AI. 
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