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I. Introduction to the 
Dimensions of Trust
Artificial intelligence (AI) as a technology is maturing. Far from the stuff of science fiction, 
AI has moved from the exclusive regimes of theoretical mathematics and advanced 
hardware to an everyday aspect of life. Over the last several years of exponentially 
accelerating development and proliferation, our needs and requirements for mature  
AI systems have begun to crystallize. 

At DataRobot, we define the benchmark of AI maturity as AI you can trust. Trust is not an 
internal quality of an AI system like accuracy, or even fairness. Instead, it’s a characteristic 
of the human-machine relationship formed with an AI system. No AI system can come 
off the shelf with trust baked in. Instead, trust needs to be established between an AI user 
and the system. 

The highest bar for AI trust can be summed up in the following question:  
What would it take for you to trust an AI system with your life? 

Fostering trust in AI systems is the great obstacle to bringing into reality transformative 
AI technologies like autonomous vehicles or the large-scale integration of machine 
intelligence into medicine. 

To neglect the need for AI trust  
is also to downplay the influence  
of the AI systems already embedded  
in our everyday financial and industrial 
processes, along with the increasing 
interweaving of our socioeconomic 
health and algorithmic decision-making.
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AI is far from the first technology required to meet such a high bar. The path to the 
responsible use of AI has been paved by industries as diverse as aviation, nuclear power, 
and biomedicine. What we’ve learned from their approaches to accountability, risk,  
and benefit forms the foundation of a framework for trusted AI. 

Industry leaders and policymakers have begun to converge on shared requirements 
for trustworthy, accountable AI. Microsoft calls for fairness, reliability and safety, 
privacy and security, inclusiveness, transparency, and accountability. IBM calls for 
explainability, fairness, robustness, transparency, and privacy. The United States House 
of Representatives Resolution 2231 seeks to establish a requirement of algorithmic 
accountability, addressing bias and discrimination, a risk-benefit analysis and impact 
assessment, and issues of security and privacy. The government of Canada has put out 
its own Algorithmic Impact Assessment tool that is available online. These proposals all 
have far more principles in common than they have divergent ones. At DataRobot,  
we share in this vision and have defined our 13 dimensions of AI Trust to pragmatically 
inform the responsible use of AI.

The challenge now is to translate those guiding principles and aspirations into 
implementation, and make it accessible, reproducible, and achievable for all who engage 
with the design and use of AI systems. This is a tall order but far from an insurmountable 
obstacle. This document will not be a statement of principles for trustworthy AI, but rather 
will do a deep dive into practical concerns and considerations and the frameworks and 
tools that can empower you to address them. We’ll approach these principles through  
the dimensions of AI Trust, and we will detail them in the sections that follow. 

What Do We Mean by “Dimensions of Trust”?
At DataRobot, we sort trust in an AI system into three main categories. 

Over 60% 
of customers 
expect fair  
and transparent  
AI systems,  
and with clear 
accountability 

— Capgemini Research 
Institute, Ethics in AI 

customer survey, 2020

1Trust in the performance 
of your AI/machine 
learning model. 2Trust in the operations 

of your AI system. 3Trust in the ethics of your workflow,  
both to design the AI system and how 
 it is used to inform your business process.

Within each of these categories, we identify a set of dimensions that help define them 
more tangibly. Trust is an umbrella concept, so some of these dimensions are at least 
partially addressed by existing functionality and best practices in AI, such as MLOps. 
Combining each dimension together holistically constitutes a system that can earn  
your trust. 
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It’s worth acknowledging that trust in an AI system varies from user to user.  
For a consumer-facing application, the requirements of trust for the business  
department, who created and owns the AI app, are very different from those  
of the consumer who interacts with it potentially on their own home devices.  
Both sets of stakeholders need to know that they can trust their AI system,  
but what trust signals are needed and available for each will be quite different.

Trust signals refer to the indicators  
you can seek out in order to assess  
the quality of a given AI system along  
each of these dimensions. 

But trust signals are not unique to AI– it’s something that we all use to evaluate even 
human-to-human connections. Think about what kinds of trust signals you intentionally 
seek out when meeting a new business partner. It will vary person to person, but we 
all recognize that eye contact is important, especially as a sign that someone is paying 
attention to you while you speak. For some people, a firm handshake is meaningful,  
and for others, punctuality is vital; a minute late is a sign of thoughtlessness or disrespect. 
Reflective language is a powerful way to signal that you are listening. To complicate 
things, think about how trust signals change when evaluating a new acquaintance as  
a potential friend compared to a business partner. There will be some overlap, but what 
you’re more likely to seek are shared interests or a similar sense of humor, rather than 
common goals and incentives. What would you look for in a new doctor? Beside bedside 
manner, you may check their diploma on the wall or look their office up online for ratings, 
reviews, and patient testimonials. 
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How does this relate to an AI system? Depending on its use, an AI system might be 
comparable to any of these human relationships. An AI that is embedded in your personal 
banking is one that you need to be able to trust like a business advisor. An AI system that 
is powering the recommendation algorithm for your streaming television service needs  
to be trustworthy like a friend who shares your genre interests and knows your taste.  
A diagnostic algorithm must meet the credentials and criteria you would ask of a medical 
specialist in the field, and be as open and transparent to your questions, doubts,  
and concerns. 

The trust signals available from an AI system are not eye contact or a diploma on the wall, 
but they serve the same need. Particular metrics, visualizations, certifications, and tools 
can enable you to evaluate your system and prove to yourself that it is trustworthy. 

In the sections that follow, we will address each dimension of AI trust within  
the categories of Performance, Operations, Ethics.

Data quality — What recommendations and assessments, in particular, can be used 
to verify the origin and quality of the data used in an AI system? How can identifying gaps  
or discrepancies in the data help you build a more trustworthy model? 

Accuracy — What are the ways “accuracy” is measured in machine learning?  
What trust signals tools and visualizations are appropriate to define and communicate  
the performance of your model? 

Robustness & Stability — How do you ensure that your model will behave in consistent 
and predictable ways when confronted with changes or messiness in your data? 

Speed — How should the speed of a machine learning model inform model  
selection criteria and AI system design?

Performance relates to the question, “How well can my model make 
predictions based on data?” Within Performance, the trust dimensions  
we address are: 
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Operations relates to the question, “How reliable is the system that my model 
is deployed on?” Within Operations, which looks beyond the model to the software 
infrastructure and people around it, we focus on: 

Compliance — In industries with regulatory compliance requirements around AI, how do 
you best facilitate the verification and validation of your AI system, and bring value to your 
enterprise as intended?

Security — Large amounts of data are analyzed or transmitted with AI systems.  
What infrastructure and best practices keep your data and model(s) secure when  
creating and operationalizing AI? 

Humility — Under what conditions might an AI system’s prediction exhibit uncertainty? 
How should your system respond to uncertainty?

Governance and Monitoring — Governance in AI is the formal infrastructure  
of managing human-machine interaction. How do you support principles like  
disclosure and accountability in the management of your AI system?  
Who is responsible for monitoring the model over time?

Business Rules — How do you make an AI system a valued member of your team  
and seamless part of your business process? 
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Mature and responsible use of AI requires a holistic understanding of the technical model, 
the infrastructure that houses it, and the context of its use case. These dimensions 
of trust are not a checklist, but rather critical guideposts. If an AI project is carefully 
evaluated along each dimension, we believe it has a far greater chance of achieving 
its intended impact without unanticipated repercussions. This framework informs the 
features and design of the DataRobot platform so that DataRobot can best enable all 
of our users to establish trust with their AI systems. However, we have published this 
information with recommendations independent from the DataRobot platform itself, 
because it is vital for all AI creators, operators, and consumers to find accessible tools  
to trust and understand AI. 

Ethics relates to the question, “How well does the model align with my values?  
What is the real impact of my model on the world?” In the context of AI, Ethics benefits 
from a concrete, systematic approach despite its inherent complexity and subjectivity. 
Within Ethics, we cover:

Privacy — Individual privacy is a fundamental right, but it is also complicated by the use 
and exchange of data. What role does AI play in the management of sensitive data? 

Bias and Fairness — How can AI systems be used to promote fairness and equity in our 
decision-making? What tools can be used to help define what values you want reflected  
in your AI system? 

Explainability and Transparency — How can these two linked properties facilitate the 
creation of a shared understanding between machine and human decision-makers? 

Impact — How can you evaluate the real value that machine learning adds to a use case? 
Why is it useful or necessary? What impact does it have on your organization, and on the 
individuals affected by its decisions?
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II. Performance
Accuracy is the most common and widely used benchmark for model 
Performance, and it is generally evaluated as a single score that you 
attempt to maximize or minimize. While this one-dimensional view of 
performance is suitable for competitions or academic demonstrations, 
this perspective is too limited to result in a model that is trustworthy  
in production or as an integral component of a real-world decision-
making process. In the following sections, we will explore the multiple 
facets of performance that accompany a mature, responsible AI  
and machine learning workflow. 

Close to 60% of organizations 
have attracted legal scrutiny 
and 22% have faced a customer 
backlash in the last two to three 
years due to decisions reached  
by their AI systems. 

 Capgemini Research Institute, 
Ethics in AI customer survey, 2020
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Data Quality
When designing trustworthy AI, the place to start is with the underlying data before any 
model has been built. Data quality is the first dimension and the foundation of AI trust. 

As the old adage goes, “Garbage in,  
garbage out.” While this is an over-
simplification of the problem, the core 
concept remains: the performance of any 
machine learning model is intimately tied  
to the data it was trained on and  
validated against. 

Here are a set of questions that can frame your approach to assessing the trust-
worthiness of your data, how to improve it, and how to understand its impact  
on your final model. 

 WHAT KINDS OF DATA SOURCES SHOULD I USE IN ML? 

Data provenance and integrity are essential elements of understanding your model. 
Depending on your use case, you may end up with a mix of internal, private data to 
your enterprise; open-source public data; and/or third-party data. It is very important 
to maintain a traceable record of the provenance of your data: what data sources were 
used, when they were accessed, and how they were verified. 

When using third-party or open-source data, it is vital to find as much information as 
possible on how the data was collected, including its recency. This can inform whether 
the data is ultimately relevant to your use case. All these points also apply to your 
internal data, where you are likely to have increased transparency and may have an 
easier time identifying if there was any sampling bias introduced via the data collection. 

 HOW DO YOU ASSESS THE QUALITY OF YOUR DATA?

The next step, before any modeling takes place, is exploratory data analysis, including 
data quality assessments. It is important to understand your data and explore what 
kinds of relationships may be present yourself. This includes the basics: computing 
summary statistics on each of your features, measuring associations between features, 
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observing feature distributions and their correlation with the predictive target,  
and identifying any outliers. 

Other aspects of data quality assessment include: missing or disguised missing  
values, duplicated rows, unique identifiers that do not carry any information for the 
model, and target leakage detection. Before deciding how to deal with missing data —  
for instance, whether certain rows or features should be excluded from modeling,  
and/or if a value should be imputed it is vital to understand if there were any systemic 
behaviors correlated with the missing values. For example, did specific locations  
of your retail chain habitually fail to report certain information? It may be possible  
to request additional data and fill those gaps proactively. 

Target leakage is a data quality issue unique to machine learning. It refers to the 
exposure of information to the model that it should not have at the time of prediction; 
this enables your model to “cheat,” and seemingly perform better than it could possibly 
in production. For example, data from your historical records like the levying of late fees 
on a loan would not be available to you when attempting to predict at the time of a loan 
application whether that applicant will make their payments on time. A feature with  
a high univariate correlation with the target should be regarded with suspicion, though 
subject matter expertise is essential in identifying subtler kinds target leakage, which 
may be masked in a composite feature. 

 HOW DO YOU IMPROVE YOUR TRAINING DATA?

Data cleaning includes the handling of missing values and outliers or inliers, along  
with the dropping of duplicate rows or columns. It may be the case that you may want 
to remove whole rows or features from the data due to the prevalence of missing 
values or outliers. Imputation may also be an appropriate method to handle missing 
values, though the type of imputation depends on the modeling approach used. Certain 
industries may have specific, preferred methods of imputation, as with gene expression 
data. It’s also important to remember to perform imputation after partitioning the data, 
in order to avoid encoding statistical information about the validation data in the training 
data. DataRobot handles missing values automatically, after performing a series of data 
quality checks prior to modeling.

Feature engineering is often a critical step  
of data prep. A foundational understanding 
of your raw data enables you to derive 
robust, trustworthy new features.
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Within DataRobot, the Paxata data preparation tool allows you to perform 
version control and track snapshots of your data, so you always know what 
data was used to train a model and what feature engineering or data cleaning 
steps had been done to it first.

Accuracy
Accuracy itself in machine learning is multidimensional. While it is necessary 
to decide what error metric to optimize for, fixating only on one score is 
ultimately a myopic perspective for building production-ready AI systems. 
Instead, accuracy can be best evaluated through multiple tools and 
visualizations, hand-in-hand with explainability features and bias and fairness 
testing, when appropriate. Accuracy refers to a subset of model performance 
indicators that measure the model’s aggregated errors in different ways. 

 HOW DO I EVALUATE THE ACCURACY  
 OF MY MODEL?

The characteristics of your predictive target help determine the best error 
metric by which to optimize your model. As a classic example, consider 
naive accuracy in a binary classification problem; that is, the percent of the 
time your model predicts the class of true or false correctly. If your target 
distribution is heavily imbalanced, such that 97% of your training sample has 
a value of a false, a model that predicts false every single time would have 
a naive accuracy score of 97%. While seemingly impressive on paper, this 
is obviously useless to your goal of training a model that can find those rare 
cases of true. 

Instead, binary classification models are often optimized using an error 
metric called LogLoss. Within binary classification, it is then typical to drill 
down into the accuracy of the class assignment of your examples with a 
confusion matrix and a set of metrics and visualizations derived from it. 
The confusion matrix allows you to access counts of true positives, false 
positives, true negatives, and false negatives based upon a classification 
threshold and compute values like a model’s sensitivity, specificity, precision, 
and F1 score. This performance can also be visualized via a Receiver 
Operating Characteristic (ROC) or Precision-Recall curve. The ROC curve 
can also be summarized in a single metric: the Area Under the Curve 
(AUC). Which of these metrics you prioritize depends on the use case. 
Tools like a Profit Curve can additionally be helpful in identifying the optimal 
classification threshold.

https://www.datarobot.com/blog/the-problem-with-accuracy-kaggles-petfinder-dot-my-adoption-prediction-competition/
https://www.datarobot.com/wiki/explainable-ai/
https://www.datarobot.com/blog/introducing-datarobot-bias-and-fairness-testing/
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Within regression analysis, metrics like RMSE or MAE measure the discrepancy between 
a predicted and actual value; RMSE will more strongly penalize values for being farther 
from the actual, while MAE scales linearly. The lift chart is a simple visual representation 
of the model’s ability to correctly rank examples low-to-high. In addition, inspecting  
the distribution of residuals provides another avenue of evaluating model performance. 
It can provide clues if the model is habitually under- or overpredicting, and additionally, 
depending on the underlying distribution, if metrics like Poisson or Tweedie deviance may 
be better suited to optimizing your model. 

 HOW DO I EXPLAIN HOW ACCURATELY  
 A MODEL IS PERFORMING?

When reporting the accuracy of a model, visualizations like the ones described above 
can be instrumental in communicating to both technical and non-technical audiences. 
Comparisons to other modeling approaches are also valuable. For instance, it is always 
possible to generate some sort of naive or baseline model, like a Majority Class Classifier, 
against which you can more clearly see the predictive lift provided by the chosen 
approach. Ideally, multiple competitive modeling approaches should be attempted and 
compared. The DataRobot leaderboard is populated with each end-to-end modeling 
approach built against a given dataset, and enables direct comparisons between 
diverse methods. Ultimately, it may not be the most purely accurate choice, as the 
other dimensions of performance and trust weigh in, but it is still critical  
to understand holistically.

Robustness and Stability
Focusing on accuracy alone ignores the fundamental dimension of robustness and 
stability. Accuracy is limited, because it typically is measured against discrete sandboxes 
of data. That is, accuracy is often measured in only a few controlled settings: the data 
used to validate your model while training, and any external test or holdout datasets 
that exist to help confirm that model behavior generalizes beyond the training dataset. 
But a model in production confronts all manner of unclean, chaotic data, from typos to 
anomalous events, which may trigger unintended behavior from the model. Protecting 
your productionalized model from uncertain predictions is the subject of AI humility, 
but identifying what some of those weaknesses may be in advance and tailoring your 
modeling approach to minimize them is the core concept behind robust and stable  
model performance. 
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 WHAT DOES IT MEAN FOR AN AI SYSTEM  
 TO BE ROBUST AND STABLE?

The answer to this question is intimately tied to another:

How does your model respond to changes in the data? 

These questions can be explored by subjecting your model to testing. 

For model stability, the relevant changes in your data are typically very small 
disturbances, against which you want ideally to see stable and consistent behavior 
from your model. Unless there is a recognized hard threshold at which behavior 
should change, when an input variable is disturbed a small amount, the resulting 
prediction should likely only change a small amount. 

With regards to model robustness, it is more appropriate to think about large 
disturbances or values which the model has never seen before, which are likely 
the result of three scenarios: new values were introduced by a change in the 
process, certain values are missing when they weren’t before, or these new values 
are associated with ultimately unrealistic and erroneous inputs. While additional 
protection against such outlying inputs should be operationalized as part of AI 
humility, it is worth understanding how your model’s predictions will respond  
to these data disturbances. Will your prediction blow up and assume a very high 
value? Will it plateau asymptotically, or be driven to zero? 

Sometimes these issues can be anticipated in data processing before it is sent  
to a model to score. For example, consider a model exposed to a value it has  
never seen before. In a pricing model for insurance, you input information on the 
make and model on the car. The training data has been cleaned, and instances 
of ‘Lexus’ are properly capitalized. But a sales representative on a call using the 
model to provide a quote enters in ‘lexus’. Ideally, the model will not treat this as  
a never-before-seen value, but will have a preprocessing step to ensure it is case-
insensitive and behaves as expected.

Reproducibility is a special case of data disturbance no disturbance at all. For an 
auditable, reliable model, it should return the same prediction for the same input 
values consistently. 

 HOW DO I ENSURE THAT MODEL BEHAVIOR IS STABLE,  
 ROBUST, AND REPRODUCIBLE? 

While the details of these concerns may be unique to machine learning, best 
practices in software development already outline steps to help ensure that  
a final product is robust and stable. Unit testing describes the process of breaking 

Almost half of the public 
(45%) are unwilling  
to share their information  
or data with an AI  
system and two in five 
(40%) are unwilling  
to trust the output  
of an AI system 

— KPMG,  
University of Australia 

(Queensland)
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down an application into its smallest and most discrete modules that 
satisfy unique functions and creating automated tests around them that 
safeguard their behavior when confronted with new inputs. These guardrails 
may protect the module against an input value of the wrong data type, like 
a miskeyed character in what was supposed to be a numeric data field, 
or simply a forbidden value, like a negative number for a score of 0-10. 
Integration testing then investigates if these individual software modules 
behave and interact together as intended. These concepts can be directly 
extended to productionalizing a machine learning model, holding it to the 
same standards as any other application within your broader ecosystem.

Speed
Speed in machine learning can refer to two time periods: how long it takes 
to build a model, and how long it takes to use a model to score a prediction. 
While expediting model development time is a key concern for getting a 
model into use and delivering value, the focus for model performance is 
instead on the time to score a prediction. The speed of model scoring directly 
impacts how it may be used in your business process.

 WHAT TYPES OF PREDICTION SCENARIOS TAKE PLACE 
 IN MACHINE LEARNING?

There are two most typical paradigms for model scoring. The first is called 
a batch prediction. In it, new records are sent as a “batch” for the model 
to score all at once. This may happen at regular intervals, for example 
daily, weekly, or monthly. When it comes to batch scoring, the size of the 
batch is extremely relevant. Infrastructurally, there are massive differences 
between scoring a few hundred records with numeric and categorical data, 
or gigabytes of data. Depending on the situation, the speed to score may 
be more or less significant in your model selection. If the process only 
runs monthly and takes an hour, shaving off ten minutes is unlikely worth 
a tradeoff in accuracy. If the process runs daily on a large dataset, using a 
computationally less intensive modeling approach that returns values faster 
may be a desired prioritization. 

Increasingly, you may require predictions returned in real-time. An example 
would be in digital advertising. Sometimes the span of a click is all you 
have in which to allocate a particular ad to a particular user. For real-time 
prediction scoring, milliseconds may weigh in on your model selection. 
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III. Operations
An AI system is more than just a model, but requires an infrastructure of software and 
human management to facilitate its use. Best practices around the operation of the 
system are as pivotal to its trustworthiness as the design of the model itself. When and 
how should a machine learning model be used? How should I interpret any individual 
prediction? What is necessary to ensure the system is compliant and secure? How can 
I ensure that my model does not degrade over time the data changes? Answering these 
questions is integral to getting the intended value out of an AI system, safeguarding your 
enterprise and data in the process. 

Depending on your industry 
and application of an AI 
system, aligning model 
performance to regulatory 
expectations may be a pivotal 
concern and an essential step in 
the process of getting  
a model into production.  
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Compliance
Applications like banking and credit, insurance, healthcare and biomedicine, hiring and 
employment, and housing are all subject to significant regulation and scrutiny; that said, 
even models used in digital advertising can have specific requirements with respect 
to regulatory compliance. Some industries have already developed mature model risk 
management processes, which can be adapted to AI and machine learning. 

 IS MODEL COMPLIANCE SOMETHING  
 I NEED TO WORRY ABOUT? 

This is likely your first question and one best deferred to your legal team. The model 
development process should be informed by a cross-departmental team of stakeholders, 
from legal to InfoSec to your end business user. This will help to facilitate the most 
comprehensive understanding of a model’s needs and impacts, and thus ensure that  
the model ultimately fulfills its desired value. Potential risk and hazard identification  
and mitigation should be one of the first areas addressed when initiating an AI project, 
and inform decisions made at each juncture of the modeling process. 

 WHAT MAY BE REQUIRED TO MAKE SURE A MODEL  
 IS COMPLIANT WITH INDUSTRY REGULATIONS? 

While this is likewise best informed by knowledgeable stakeholders in your enterprise, 
there are generally three domains in which model risk management and regulatory 
compliance must be established: model development, implementation, and use. 

Even an appropriately designed model can be misused in implementation, as predictions 
are consumed. Risk management will seek an understanding of what ongoing monitoring 
and risk mitigation procedures accompany the use of the model. 

Within model development, it may be necessary 
to supply documentation regarding the data 
provenance and characteristics, to evaluate  
what inputs are used in the model and how.
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The results of model validation are likely also of significant interest. It may 
be necessary to establish that the methods used to validate the model were 
comprehensive and thorough; as discussed in Performance, no single error metric 
is likely to provide a strong enough argument. In applicable situations, it may also 
be necessary to report on model bias and fairness, such as disparate impact.

 WHAT STEPS AND DOCUMENTATION CAN BE TAKEN  
 IN ADVANCE TO MAKE THE COMPLIANCE PROCESS  
 AS SMOOTH AND SEAMLESS AS POSSIBLE? 

The use of explainability tools and appropriate model transparency are major 
facilitators of describing and interpreting the model’s operations. An impact 
assessment, conducted with the oversight of an appropriate group of stakeholders, 
will clarify the model’s ability to satisfy its explicit purpose and assist in the 
identification of risks, both in the modeling process and downstream in its use  
and implementation. 

DataRobot automatically generates comprehensive and customizable compliance 
documentation on any of its modeling approaches uniquely applied to your data. 

Security
There are multiple domains of sensitive information potentially applicable to an  
AI or machine learning modeling project. Sensitive information for your enterprise, 
such as revenue numbers, employee performance, salary or personal data, or 
sales leads, may be part of your training data. Other models may be built upon 
potentially sensitive client data. The predictions of the model may additionally be 
sensitive, either due to the nature of the information they reveal, or how they impact 
your decision-making. Finally, the operation of the model itself may be proprietary 
and of significant importance to keep secure to prevent abuse or manipulation. 

A model pipeline may share a similar path  
to implementation as more standard software 
applications, progressing through development, 
staging, and production environments.  
Within and moving between each environment, 
sensitive information must be kept secure, 
particularly when transmitted.

Robust documentation 
throughout the end- 
to-end modeling 
workflow is one of  
the strongest enablers 
of compliance. Best 
practices of version 
control and traceability 
also aid the model 
development process. 
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Development might be the riskiest juncture for the potential mishandling of information, 
as raw data is collected, cleaned, and shared to ultimately train and validate the model. 
That raw data is more likely to contain private or personally identifiable information (PII) 
on your customers or employees. More on how to handle privacy in particular is here.

 WHAT ARE THE CHARACTERISTICS OF A SECURE SYSTEM? 

Independent and international standards, such as ISO 27001, exist to verify an information 
security management system’s operation. For another example, SOC 2 Type II 
certification verifies that a system will keep client or customer sensitive data secure. 

For more information on DataRobot’s InfoSec certifications and privacy standards,  
see here. 

In between pure white - or black-box 
models, you have the choice to share 
information like prediction intervals,  
which quantify the confidence of the 
prediction, or prediction explanations,  
which surface the major drivers  
of an individual prediction.

 WHAT LEVEL OF TRANSPARENCY DO I WANT TO LET  
 USERS HAVE ACCESS TO REGARDING THE AI MODEL?

Transparency can be described along a spectrum, and carries different security concerns. 
At the most extreme end, the model functions as a black box, in which the user inputs 
information and receives a prediction, with no insight into how the prediction was 
reached. On the other end, maximum model transparency or white-box models potentially 
expose the entire architecture of the AI or machine learning model, up to and including 
parameters, data, and code. There is, however, a stark difference between transparency 
and explainability, which we explain here. 
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Even this information can potentially expose some of the mechanisms of an otherwise 
secure model, though it also facilitates the user’s trust in and ability to interpret a 
prediction. Prediction intervals, in particular, have been shown in research to be potentially 
leverageable in adversarial attacks on a model hosted on a public API. These are trade-
offs that must be knowingly and conscientiously navigated when determining how much 
information to disclose to users.

Humility
Contextualizing how confident a prediction is in production enables more informed 
decision-making. An AI prediction is fundamentally probabilistic. 

In AI, unlike some of these examples, it is possible to explicitly and deterministically 
identify situations in which a model’s prediction will have reduced confidence and to 
leverage that knowledge to make a better or safer decision. Recognizing and admitting 
uncertainty is a major step in establishing trust. 

More on AI humility and DataRobot’s Humble AI feature can be found here.

 WHAT DOES IT MEAN FOR AN AI PREDICTION  
 TO HAVE LESS CONFIDENCE?

Within an AI system, there are a couple ways to understand prediction confidence. 
Prediction intervals can be calculated and describe with a defined confidence the 
likelihood the actual value lies within a given range about a prediction. This interval can 
be highly informative; the narrower it is, the more confident the given prediction is. It also 
enables an understanding of best- and worst-case scenarios, at the highest and lowest 
values of the interval’s range.

In a classification setting, a prediction is based upon a class probability. This provides an 
alternate understanding of confidence. For example in binary classification, the raw class 
probability will be a value somewhere between 0-1. The distribution of class probabilities 
will determine the classification threshold, over which a value of 1 will be assigned. But a 
simpler understanding of confidence can come from assessing if a value is very near or 
far from the classification threshold. Additionally, with access to a prediction interval, if the 
interval lies entirely to one side of a bound, you can more quantitatively assert the given 
confidence that the actual value is the predicted label. 

There are various decision-making spaces in which 
we are already accustomed to basing our decisions 
on probabilities, like whether to bring a jacket 
when there’s a 40% chance of rain, or betting odds 
on sports events, or political contests. 

Not all model 
predictions  
are made with  
the same level  
of confidence; 
this is the core 
concept advanced  
by AI humility
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 UNDER WHAT CIRCUMSTANCES WILL A PREDICTION  
 BE LESS CONFIDENT OR CERTAIN?

A prediction may be less certain when confronting data measurably dissimilar from 
the data it was trained on. That may mean an outlier was input into one or more of the 
features. It may also mean a value the model has never seen before, like a new categorical 
level, or only rarely seen, was input. It is possible to identify a predicted value itself as an 
outlier from the predictions made in training or previously. These are conditions, beyond 
that prediction intervals, that provide insight into the potential confidence of a model 
prediction. In DataRobot’s Humble AI, conditions like above can be assigned as triggers to 
models in production with planned interventions automatically taking place in response. 

 WHAT KINDS OF INTERVENTIONS ARE NEEDED  
 WHEN A PREDICTION IS UNCERTAIN?

A range of interventions are possible, along a spectrum from minimally disruptive to a full 
manual intervention into the decision-making process. The least disruptive intervention 
is to simply log and monitor uncertain predictions, including their triggering conditions. 
This log may provide insight into improvements that can be made to the model itself 
or its implementation and use. A user could be warned that the prediction is uncertain. 
Additionally, the system can return a default ‘safe’ value instead of the original prediction’s 
output. At the most disruptive, an error can be returned and/or a manual human operator 
alerted to intercede. 

Governance and Monitoring
Model governance is a core ingredient of trustworthy AI. The best designed model,  
with poor governance, may still result in undesired and unintended behavior. 

Governance refers to the human-machine 
infrastructure that oversees the development 
and operation of a machine learning model.
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Dimensions of trust like compliance, security, and humility may potentially fall under the 
purview of your governance structure. While the exact requirements of good governance 
vary from model to model, depending on the application and intended use, in general,  
it is critical that a clear system of monitoring, accountability, and redundancy be in place. 

 WHAT DOES GOOD GOVERNANCE OF AN AI MODEL REQUIRE?

Monitoring, traceability, and version control are absolutely necessary for the attribution  
of any errors or incidents in your system. Well-maintained documentation will also make  
it easier when it comes time, as is inevitable with machine learning systems, to retrain  
the model or update the process. 

Model monitoring in production can track multiple dimensions of trust. As with evaluating 
the initial model, a multidimensional perspective on accuracy, ongoing assessments  
of incoming scoring data, and a record of predictions that can be monitored for instability 
are all relevant considerations for the ongoing performance of the model. Any appropriate 
humble trigger conditions should also be logged. Bias and fairness metrics, when needed,  
and model explainability tools round out a complete and comprehensive set of 
dimensions related to the model itself. The production environment is also a matter  
of concern, tracking any system errors and uptime. 

 WHAT CAN GO WRONG WITH AN AI MODEL IN PRODUCTION? 

Machine learning models are built upon a snapshot in time. The relationships observed 
between your predictive target and the features in your training data are likely to evolve 
and lose relevance. This is expected behavior, and its rapidity depends principally on  
the rate at which your underlying business process changes. Monitoring accuracy and  
a quantity known as data drift can assist you in identifying when it is time to retrain  
a model on a more recent subset of data. Data drift measures the differences between 
distributions of your training features from those features observed in your scoring data 
via a metric known as the population stability index. 

Changes can also be sudden, however. 

When black swan events occur, 
a model that was completely 
performant the day before may  
no longer capture at all the dynamics 
of the new situation. 
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In another scenario, an outage or system issue may remove your ability 
to access the production environment, machine learning model, or its 
predictions. In these instances, backups and redundancies are critical.  
A redundant system to the model could be a mirror of the original model, 
stored on another server, or it could be a computationally simpler model  
or set of business rules that can govern your process safely in the model’s 
stead. In the event of failure, for some applications it may also be appropriate 
to have a manual process in place that can replace the model’s previous 
operation, even for a time.

 WHO SHOULD BE RESPONSIBLE IN MY ORGANIZATION  
 FOR THE PERFORMANCE OF AN AI MODEL?

The ongoing trustworthy performance of an AI model likely requires the joint 
oversight and collaboration of your information technology specialists, data 
scientists, and business users. 

Business Rules
The final trust dimension of AI operations is the assessment of when and  
how to integrate an AI system into your processes. A set of business rules  
and expectations should govern your implementation of AI and guide it to 
deliver the most value to your enterprise. 

 WHEN SHOULD I USE AN AI MODEL?

You know your business best, and any AI model is first and foremost just 
another tool at your disposal. The question of whether AI is appropriate for 
a particular use case is a question that should be asked prior to building any 
model. However, there is no reason not to continually revisit it and reevaluate 
if the current model and process continue to be appropriate. 

For example, you may have a more complete picture of a developing situation 
than it is possible to convey to the model. There may be certain events or time 
periods, like around major holidays or the launch of new products, in which 
the normal behavioral patterns the model is trained to predict will not hold 
true. As another example, this responsiveness can also be protective in the 
evolving digital and social media landscape. Language and meaning are in 
constant flux online. Platforms are faster equipped to adapt to these changes 
with manual adjustments, overriding the model in select conditions, than the 
process of retraining and redeploying a model.
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 HOW SHOULD THE MODEL’S PREDICTIONS BE CONSUMED?

There are three main paradigms for how a model’s predictions are consumed: 

The needs of the process likely dictate what is the most appropriate strategy for your 
model. When full automation is required, human-out-of-the-loop is the most feasible, 
though the productionalization of some humility triggers and actions can assist  
in uncertain situations. 

 WHAT LEVEL OF ADDITIONAL INFORMATION BESIDES  
 THE PREDICTION ITSELF IS BEST TO SHARE OR  
 EXPOSE TO INFORM THE FINAL DECISION? 

In addition to the prediction, you can choose to output information on the model’s 
confidence and factors that inform its reasoning to your user. As discussed in the section 
on humility, information on model confidence can assist a human decision-maker  
in weighing and interpreting a prediction. Explainability tools can be of great assistance  
in building user trust in a system. Similar to the standard practice with a credit score,  
a model can output how the top features and their input values influenced the prediction. 
Seeing those values confirmed, and getting some insight into the reasoning behind how 
the model used them, can go a long way to establishing trust in the prediction itself.

Human-in-the-loop   
The human operator  
makes the final decision,  
taking into account  
the recommendation  
or prediction of the  
AI system. 

Human-out-of-the-loop   
The AI makes the final  
decision without  
the involvement  
of a human operator.  
This is full automation. 

Human-over(seeing)-the-loop   
The human operator plays  
a supervisory role, with the 
ability to intercede when  
the AI encounters unexpected 
scenarios or performs 
unexpectedly.
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IV. Ethics
There is no one-size-fits-all approach to AI ethics. 

AI systems and the data they use  
can span national borders and diverse 
cultures and become embedded 
in processes with complex social 
ramifications that require the 
perspective of multiple stakeholders  
to fully contextualize.
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High-minded principles only get you so far; ethical values and goals must be defined 
relative to the specifics of your use case and your priorities in order to be implemented. 
The sections that follow will take a non-prescriptive approach to AI ethics, but highlight 
some key areas of concern and the tools at your disposal to design AI systems that reflect 
your values. 

Privacy
Though closely related to security, privacy raises unique risks in machine learning beyond 
the traditional regime of InfoSec. Consumer privacy is of the utmost importance when 
handling data, both in terms of the possibility of data leaks, and relating to information 
that an AI system can infer about an individual. 

 WHAT ARE BEST PRACTICES TO KEEP PRIVATE INFORMATION 
 SAFE WHILE BUILDING AND USING AI MODELS?

First, it is critical for your data science development and operations team to know  
and recognize what kind of data may be defined as personally identifiable information 
(PII). PII is any data that can be used to backtrack to an individual’s identity, including 
something as simple as an email address. Generally, this is data that ought not to be used 
in the training of a machine learning model in the first place, which aims to learn relevant 
patterns from a dataset. DataRobot has automatic PII detection available for on-premise 
installations of the platform. Various libraries exist as well to help evaluate datasets 
for the presence of PII, which can be essential when pulling a very wide raw dataset 
with unknown variables from your data management system. When in doubt as to the 
presence of PII, or whether a particular variable may qualify as such, consult your  
InfoSec team. 

 WHAT UNIQUE RISKS TO PRIVACY DO AI SYSTEMS POSE? 

On the one hand, the quantity you are trying to predict may be sensitive.  
For example, consumer purchasing behavior alone can be leveraged to reveal sensitive 
information about the health, housing, employment, or marital status of your customers. 

This information may appear advantageous for ad targeting but risks a reputational 
backlash, even beyond any legal concerns. Consumers do not want to perceive that 
their privacy is being compromised by the data incidentally collected or sought  
by enterprises and platforms that they use. 

Data management best practices around the handling of 
sensitive information are not unique to AI, but AI does pose 
unique risks and challenges to privacy. 
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Conversely, AI systems may be subject to adversarial attacks, designed to exploit the model to access 
information on your enterprise or customers. For example, a model inversion attack aims to use white-box 
information on a model to reconstruct the data used to train a model. 

That said, best practices in information security still hold true. For example, an AI system built around  
anomaly detection can also assist in the identification of attacks on your server or network. 

Bias and Fairness
Algorithmic bias has been a growing subject of much discussion and debate in the use of AI. It is a difficult  
topic to navigate, both due to the potential complexity of mathematically identifying, analyzing, and mitigating  
the presence of bias in the data, and due to the social implications of determining what it means to be“fair”  
in decision-making. Fairness is situationally dependent,in addition to being a reflection of your values, 
ethics, and legal regulations. That said, there are clear ways to approach questions of AI fairness using  
the data and model, which can enable an internal discussion, and subsequently steps that can be taken  
to mitigate issues of bias uncovered. 

 WHAT DOES IT MEAN FOR AN AI MODEL TO BE “BIASED”? 

While fairness is a socially defined concept, algorithmic bias is mathematically defined. A family of bias and 
fairness metrics in modeling describe the ways in which a model can perform differently for distinct groups 
within your data. Those groups, when they designate groups of people, may be identified by protected  
or sensitive characteristics, like race, gender, age, veteran status, etc. 

 WHERE DOES AI BIAS COME FROM?

The largest source of bias in an AI system is the data it was trained on. That data may have historical patterns  
of bias encoded in its outcomes. Bias may also be a product not of the historical process itself but data 
collection or sampling methods misrepresenting the ground truth. Ultimately, machine learning learns from 
data, but that data comes from us — our decisions and systems.

 HOW DO I MEASURE AI BIAS? 

There are two general ways to think about disparities in performance for groups in your data. You may 
want to ensure fairness of error: this means that the model performs with the same accuracy across groups, 
so that no one group is subject to significantly more error in predictions than another. Alternatively, you may 
want to ensure fairness of representation: this means that the model is equitable in its assignment of favorable 
outcomes to each group. 

Within the broad categories of fairness of error and representation, 
there are specific metrics or individual bias tests that drill down into  
a more nuanced understanding of what you seek to measure. 
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For instance, one bias metric called “proportional parity” satisfies fairness of 
representation. Proportional parity requires that each group receives the favorable 
outcome from the the same proportion of the time, e.g. that female and male candidates  
in automated resume review are each accepted 25% of the time. 

You can also introduce conditions to modify the fairness metric; to expand on  
the previous example, conditional proportional parity may dictate that you’d like  
to ensure that male and female candidates who have the same number of years  
of experience clear automated resume review at the same rate. 

Within bias metrics that measure fairness of error, as discussed previously,  
accuracy can be measured in diverse ways.

It’s important to remember that these metrics measure different benchmarks  
for a model’s bias. Predictive Parity can be successfully achieved even with  
a poor score of False Positive and Negative Rate Parity between groups.  
It is important to select an appropriate fairness metric that captures the values  
and impact you want to measure for the use case.

“Predictive Parity” looks at the raw 
accuracy score between groups:  
the percentage of the time the 
outcome is predicted correctly. 

Another metric called “False Positive 
and Negative Rate Parity” measures 
the false positive and false negative 
rate of the model across each class.

You can also introduce conditions to modify the fairness metric; to expand  
on the previous example, conditional proportional parity may dictate that  
you’d like to ensure that male and female candidates who have the same  
number of years of experience clear automated resume review at the same rate. 

Within bias metrics that measure fairness of error, as discussed previously,  
accuracy can be measured in diverse ways.
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In DataRobot, a Bias and Fairness suite of tools was introduced to the AutoML platform to enable  
bias and fairness testing as a standardized part of the machine learning workflow. 

 HOW DO I MITIGATE AI BIAS? 

Bias in AI systems can be addressed at three phases of the modeling workflow: preprocessing,  
in-processing, and post-processing. Pre-processing refers to mitigation methods applied to the training 
dataset before a model is trained on it. Altering weights on rows of the data to achieve greater parity  
in assigned outcomes is one example. In-processing refers to mitigation techniques incorporated into  
the model training process itself. Post-processing methods work on the predictions of the model  
to achieve the desired fairness.

Explainability and Transparency
A simple linear regression model with coefficients assigned to each variable is fairly direct to interpret.  
Similarly, a simple decision tree, as visualized in Figure X, can be intuitively understood by just inspecting it. 
These are models for whom full transparency, that is having access to every parameter that comprises  
their design, is tantamount to their being explainable. 

Knowing the weights assigned to each node of a neural net will not alone facilitate its interpretation even  
by an advanced data scientist. This does not mean that these complex models are impossible to explain,  
or to understand their decisions. Instead, you must apply a different toolset to ensure explainable AI. 

Explainability is one of the most intuitively powerful ways to build trust between a user and a model.  
Whether you’re making the case for the productionalization of a model or rationalizing an individual 
recommendation of your AI system, being able to interpret how the model works and makes decisions  
is a major asset to your final evaluation. 

Most machine learning models are built from  
 more complex algorithms than either of those  
— e.g. a Random Forest model is actually  
an ensemble of many dozens of decision trees. 
With that increase in complexity, a model’s 
transparency becomes disconnected from  
its explainability. 
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 HOW CAN I MAKE A MODEL EXPLAINABLE? 

Many types of insights can be used to assist model explainability. Variable importance 
techniques work at the level of the model’s overall decisions, and score the aggregated 
predictive power of each feature. Going one level more granular, partial dependence plots 
can be used to illustrate how a given feature impacts the model’s prediction across  
the possible range of its values. 

Prediction explanations identify the most impactful individual factors for a single prediction. 

Two common methods of calculating them, XEMP and SHAP, are supported  
within DataRobot. 

Impact

 IN WHAT WAYS CAN AN AI SYSTEM REFLECT MY VALUES?

From one perspective, AI systems are easier than people. When you hire for an open 
position at your company, you look for someone you think will be a strong fit for your 
company culture and will model the standards you expect out of your coworkers and 
employees. It’s not always easy to perceive these traits in someone you’re just meeting. 

With an AI system, ethics relate to hard quantities you can measure and behaviors and 
practices you can control or override. With forethought, you can have even more stringent 
requirements than you would of any employee across the dimensions of trust outlined 
in these sections: accuracy, robustness and stability, security, privacy, governance, 
humility, bias and fairness, explainability, and more. The challenge is to think ahead, and 
systematically identify what is the desired behavior of the system that would reflect your 
values across all dimensions and then plan proactive steps to guarantee it.

For that analysis, an impact assessment is a powerful tool for your organization to use.

There is no universally agreed upon abstract ethical standard that is sufficiently detailed  
to guide your design and implementation of an AI system nor is there likely ever to be one. 
Instead, while adherence to some major principles will be required by federal laws, industry 
regulations, or known social conventions, other judgements will have to be made by your 
team and your company as a reflection of what values you hold to be true. 

The most detailed explainability tools operate at the level of an individual prediction.
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 WHAT DOES AN IMPACT ASSESSMENT OF A MODEL REQUIRE? 

An impact assessment is a collaborative process bringing to the table representatives 
of all stakeholders in an AI system. A system’s stakeholders are likely more than just 
your data science team and the end business users that are the model consumers. 
As mentioned earlier, for matters relating to compliance, security, and privacy, you 
may additionally want resources from legal and InfoSec involved in the conversation. 
Additionally, stakeholders include those people impacted by a model who may be 
employees, customers, or patients. An impact assessment should recognize where 
appropriate the diversity of that body of individuals and how the model may impact 
different communities in different ways. 

An impact assessment should consider the end-to-end modeling process, from 
development to implementation and use of a system. Within that process, particular 
concerns are likely to relate to accuracy, bias and fairness, privacy and security, and 
additionally to practices around the disclosure of the use of an AI system and the 
consumer’s ability to question or inquire about a decision. A robust risk and mitigation 
framework, tailored to recognize the distinct needs and vulnerabilities of different 
stakeholders, is also pivotal and instructive to developing the path to productionalization 
for a model. 

 WHEN SHOULD I DO AN IMPACT ASSESSMENT?

The first time an impact assessment should be conducted is before modeling begins,  
as initial data sources are identified and evaluated. However, it is a valuable tool to revisit 
at different junctures in the process, for example model evaluation, productionalization, 
and ongoing, as the deployed model is monitored and real decisions are made.
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V. DataRobot -  
The Trusted AI Platform
DataRobot’s enterprise AI platform supports the end-to-end modeling 
lifecycle, with capabilities facilitating all steps of the development, 
deployment, and monitoring of AI and machine learning systems.  
When it comes to the responsible use of AI, DataRobot strives to answer  
the question: What does it take to trust an AI system with your life?  
The Trusted AI team at DataRobot is dedicated to incorporating features 
and tools into the platform and modeling workflow that make trustworthy, 
responsible, accountable, and ethical AI accessible and standardized. 
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Built-in Model Development Guardrails
Target leakage detection: Automatically detect target leakage, in which a feature provides information  
that should not be accessible to the model at the time of prediction. DataRobot will automatically generate  
a “Leakage Removed” feature list recommended for modeling. 

Robust testing and validation schema: Stably assess model performance through automatically 
recommended but custom tailorable k-fold cross-validation and holdout, out-of-time validation,  
or backtesting partitioning schemes, implemented across competitive models on the leaderboard  
for true apples-to-apples comparison. Additionally, rank performance on an external test set across  
the leaderboard. 

Explainable AI: Use insights like Feature Impact, Feature Effects, or row-level Prediction Explanations  
to understand and verify the operation of a model. 

Bias and Fairness
Define the appropriate fairness metric: Deciding the right way to define what’s fair for a given use case can 
be complicated, especially as some metrics are incompatible. DataRobot guides users through a series of 
questions to determine which of eight supported metrics is the most relevant for a given use case.

Detect and measure bias automatically: With a metric defined, DataRobot will automatically surface the 
results of a bias test on any model calculated across the defined protected classes within it (i.e., race, age, 
gender, etc.). 

Investigate the source of bias: The Cross-Class Disparity tool enables a user to look deeper into the 
underlying distributions of features by protected class to identify how the data may be contributing to any 
bias observed.
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Negotiate the bias and accuracy tradeoff: The Bias versus Accuracy chart transforms the leaderboard into 
a two-dimensional visualization, with the chosen bias metric as the new horizontal axis, enabling the user to 
choose which model to deploy, taking into account the complexities of both performance and potential for 
bias simultaneously. 

Ensure Compliance
Automatically generate compliance documentation: DataRobot will automatically supply well-formatted 
compliance documentation, detailing the data and the modeling approach transparently and incorporating  
UI visualization tools like the Lift Chart or Feature Impact to aid in establishing a clear understanding  
of model design and operations for regulators. The compliance documentation can also be customized  
into the appropriate template for a use case.

Approval workflows and user-based permissions: Maintain governance with user-based permissions  
in the development and deployment of an AI and machine learning model.

Incorporate Humility into Predictions
Identify conditions in which a model’s prediction may be uncertain: Not all predictions are made with  
the same level of certainty. In real-time, Humble AI can detect the presence of certain characteristics in new 
scoring data and the model’s predictions to flag a prediction as likely to be uncertain. 

Create rules to trigger automated actions to protect your business processes: Using Humble AI to identify 
trigger conditions, the user can establish rules that associate conditions with automated actions, such as 
overriding a prediction or returning an error.



DataRobot is the leader in enterprise AI, delivering trusted AI technology and 
enablement services to global enterprises competing in today’s Intelligence 
Revolution. DataRobot’s enterprise AI platform democratizes data science with end-
to-end automation for building, deploying, and managing machine learning models. 
This platform maximizes business value by delivering AI at scale and continuously 
optimizing performance over time. The company’s proven combination of cutting-
edge software and world-class AI implementation, training, and support services, 
empowers any organization – regardless of size, industry, or resources – to drive 
better business outcomes with AI.  

DataRobot has offices across the globe and funding from some of the world’s best 
investing firms including Alliance Bernstein, Altimeter, B Capital Group, Cisco, Citi 
Ventures, ClearBridge,  DFJ Growth, Geodesic Capital, Glynn Capital, Intel Capital, 
Meritech, NEA, Salesforce Ventures, Sands Capital, Sapphire Ventures, Silver Lake 
Waterman, Snowflake Ventures, Tiger Global, T. Rowe Price, and World Innovation 
Lab. DataRobot was named to the Forbes 2020 Cloud 100 list and the Forbes 
2019 and 2020 Most Promising AI Companies lists, and was named a Leader in 
the IDC MarketScape: Worldwide Advanced Machine Learning Software Platforms 
Vendor Assessment. For more information visit www.datarobot.com, and join the 
conversation on the DataRobot Community, More Intelligent Tomorrow Podcast, 
Twitter, and LinkedIn.
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