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This ebook is based on a talk that Peter Simon, Lead Data Scientist at DataRobot, 
presented at ODSC Europe 2019 alongside Ayub Hanif, VP at JPMorgan’s Quantitative  
and Derivatives Strategy. 
 
Recent developments in machine learning have helped financial market participants 
build, test, and understand powerful AI models that support and enhance their 
investment processes. In particular, automated machine learning is set to become 
an important tool in the quant investor’s arsenal. Perhaps the greatest advantage to 
machine learning in the front office is its ability to expand the problem space that can 
be investigated. In this ebook, we’ll explore these topics and include recommendations 
for ensuring that your machine learning models won’t just look great on paper but will 
actually work on new data in production. 
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It Looks Like Magic.

“Any sufficiently advanced technology is indistinguishable from magic.” 
                                                                                                                          

There’s a popular conception of what AI can do in financial markets, and how to do it, which runs something  
like this: you hire a rocket scientist or two and a gaggle of Ph.Ds, and lock them in a room with a lot of expensive 
computer equipment. Occasionally, you unlock the door and throw some pizza in there, but you don’t let them 
out until they build you an amazing magic box.

It’s a monolithic black box — nobody really knows how it works except for the rocket scientists and one  
of the Ph.Ds — but the idea is, you throw a load of data (images, share prices, tweets, news stories, videos, 
and other stuff) in the hopper, the rocket scientists crank the handle a few times, and the market-predicting 
magic box spits out portfolios, trades, predictions, analyses, insights, warnings and, ultimately, lots of money. 
Result: everyone’s happy, buys some really expensive cars, and retires to villas in the Caribbean bought with the 
proceeds from the magic box, where the peace and quiet is only occasionally broken by the sound of the magic 
box’s handle being cranked. Sounds pretty cool, right?

Unfortunately but unsurprisingly, it’s not that simple, and predicting asset prices is actually extremely difficult, 
even for sophisticated machine learning models. Data science typically succeeds where there are complex 
behaviors which can be described in data and where consistent inputs lead to consistent “predictable” outcomes. 
All too often, outcomes in financial markets are anything but consistent or predictable. Nevertheless, there are 
many great use cases for machine learning in the financial markets — both in the front office and beyond.

2
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It’s Got To Be Real.
The pace of adopting machine learning techniques is accelerating in both sell-side investment banks and on the buy-side. There 
are many, many excellent high-value use cases for machine learning spanning a wide gamut of activities. For instance, using 
modern automated machine learning techniques:

• Execution traders can demonstrate best execution by using historical transaction cost analysis (TCA) data to build models 
to predict the market impact of trades, and carry out (and record) pre-trade scenario analyses to evaluate the wide variety of 
different venues, brokers, algo providers, algorithms and parameters that are available in today’s markets;

• Market makers can build sophisticated non-linear models for price discovery in OTC markets and tailor quotes to individual 
inquiries, as well as identifying the best strategies or counterparties to offset risk;

• Sales desks can predict which of their clients are likely to be interested in particular products and market calls, and better 
target who is sent which pieces of research;

• Capital markets (new issues) desks can efficiently build shortlists of investors to target for a given equity or bond issue, and 
build models to assist them with their pricing;

• Prime brokers and business developers can predict which new relationships will actually lead to revenue-generating 
activities and which new clients will be most profitable, as well as creating early warning signals to identify clients at risk  
of churning; 

• Investment analysts can model credit ratings actions, earnings downgrades and a host of other stock-specific events, as 
well as using sophisticated natural-language processing to extract value from free text;

• Economists can build time-series forecasts of economic variables and other factors that influence asset prices, taking 
advantage of modern, non-parametric techniques;

3
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• Mutual fund managers can build models to better predict daily investor inflows and outflows, thus minimizing the need to 
drag returns by carrying frictional cash balances;

• Fund marketing and distribution professionals can build models predicting how likely individual investors are to churn, to 
react to particular communications, or to respond to targeted cross-sell offers;

• Institutional relationship managers can model how long a sales cycle will be, or how price sensitive a particular mandate 
will be in negotiations;

• Operations teams can reduce costs by predicting which trades are likely to fall out of straight-through processing, require 
extra hand-holding, or otherwise cause breaks, thereby catching problems before they occur;

• Compliance teams can substantially reduce false positive rates when carrying out anti-money laundering, trade surveillance 
or fraud checks while maintaining accuracy, and

• Technologists can enhance their infrastructure’s resilience against cyberattacks and predict the impact of planned releases 
on business as usual.

Using DataRobot’s automated machine learning, these use cases can all be addressed in a rigorous, powerful way, searching over 
many different candidate algorithms and models, providing standardized interpretability, automated compliance documentation, 
robust governance, straightforward deployment and powerful performance monitoring.

ORDER, ORDER
The eagle-eyed reader will have noticed that there is no mention of using machine learning for alpha generation in this list. These 
use cases are all well and good, we hear you say, but they’re all second-order, third-order, or fourth-order problems compared to 
the first-order problem of generating “alpha” in the financial markets. So, is machine learning another “new new thing” that seems 
to hold great promise for investors, but ultimately fails to deliver? Or does the promise hold true? How can you use machine 
learning to improve your  effectiveness as an investor? After the rollercoaster ride of the last three years, this is a question on 
many quant investors’ minds.

4
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A Whole New World. No Prior Needed.

¹ Further evidence, if it were needed: the author of this drives a Volvo. Not a Ferrari. 
¹ Further evidence, if it were needed: the author of this drives a Volvo. Not a Ferrari.
² Here’s one for all the reinforcement learning fans out there.

 

³ Feel free to go ahead and imagine it’s 1995 while you’re at it.
⁴ No actual animals were harmed in the writing of this ebook.

5

 — Bob Dylan
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“I define nothing. Not beauty, not patriotism. I take each thing as it is, without prior  
rules about what it should be.”  

It’s entirely possible that someone, somewhere, has successfully built one of the amazing market predicting magic boxes described 
earlier, but if so, they’re (sensibly) keeping very quiet about it. The fact that we’re called “DataRobot, Inc.,” rather than “DataRobot Capital 
Partners” is evidence that we certainly haven’t built one yet¹. Remember, predicting share prices is actually one of the most difficult 
tasks in machine learning: machine learning succeeds where there are complex behaviors, which can be described in data and where 
consistent inputs lead to consistent outcomes. All too often, outcomes in financial markets are anything but consistent.

EXAMPLES ARE BETTER WHEN THEY INVOLVE SMALL FURRY ANIMALS.
Let’s illustrate this with a ridiculously oversimplified example². Imagine you’re training a puppy to fetch your morning newspaper³.  
On Monday morning, your puppy runs to the front door when it hears the paperboy, grabs the newspaper, and brings it to you. You 
give the puppy a treat and lots of praise for being a good boy. Tuesday morning, the puppy does the same, but doesn’t get a treat, 
although he does receive a pat on the head. On Wednesday, the puppy again fetches the newspaper (because he’s an enthusiastic 
fictitious little dog and doesn’t understand humans’ strange ways) and is rewarded with three dog treats. On Thursday, the puppy 
fetches the newspaper yet again — but you scold him, take away the rest of his food, and lock him up⁴.  

The puppy spends the rest of Thursday pondering what he did wrong and decides on Friday that it might have been better for him 
if he’d been born a kitten, because at least there’s no expectation that kittens learn from such bizarre, inconsistent behaviors — they 
can just do their own thing. And you give up on the idea of canine-assisted newspaper deliveries in the morning. This is hugely 
oversimplified, but the point is that it’s very hard for anyone or anything to learn anything when the same inputs and actions can 
produce very different outcomes.
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No Free Lunches Here. But the Food Is Very Tasty.
So machine learning techniques cannot magically make “signal” appear out of thin air, nor can they necessarily make unstable 
factors more stable. So far, so disappointing, so unsurprising. Nevertheless, there are a number of useful characteristics that set 
apart machine learning techniques from the traditional quantitative and ‘quantamental’ investing toolbox, making them a powerful 
addition to any quant’s arsenal.
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Machine learning models are (often) non-linear, non-parametric and don’t assume a prior statistical distribution. Machine 
learning models are typically built algorithmically, rather than using statistical techniques. This makes such models better able 
to detect discontinuities in outcomes as a result of input variables crossing certain thresholds (step functions or changes in 
behaviors), and frees them from the tyranny of assuming that the normal (or log-normal) distribution⁵ underlies the phenomenon 
to be modeled.  

Data science techniques are (often) very good at extracting value from non-traditional forms of data. Evaluating the 
sentiment of central bank statements? Scoring the risk of credit downgrades from company filings? Using satellite imagery 
to understand economic activity levels? There’s been a boom in alternative sources of data in the last decade; while they are 
probably not the investing panacea that some might suggest, the addition of text or image data to modern natural language 
processing and deep learning techniques can result in model performance improvements of some 10-20%.

Machine learning models (usually) focus on quality of actual predictions rather than statistical measures of fit  
and significance. Statistical measures of fit are often concerned with how closely a given model conforms to an assumed, prior 
distribution, and are optimized towards this goal. Machine learning models are optimized and evaluated in terms of how good 
their predictions are compared to what actually happened, with best practice requiring that machine learning models are scored 
on their ability to make predictions on previously unseen (out-of-sample) data with known outcomes. 

⁵ Yes, even if it’s fat-tailed, leptokurtotic, tautological or any other kind of distribution, for that matter.  As we know, financial markets tend to appear  
log-normally distributed, until it really matters, at which point the distribution can look more like a toddler’s crayon drawing.

6



EBOOK    |    AI in Financial Markets: Beyond the Market-Predicting Magic Box

8

FINANCIAL MARKETS   |    AI in Financial Markets: Beyond the Market-Predicting Magic Box

Machine learning models are (usually) much easier to interpret than you might expect. For a long time, machine learning has  
had a bad rap, with models decried as mysterious black boxes where it’s impossible to see what drives them. This is unjustified 
and outdated: modern outcomes-based interpretability techniques test machine learning models on how they react to certain 
stimuli being applied. These techniques are conceptually similar to a risk manager subjecting a portfolio to multiple scenarios  
and stress tests; done systematically, they answer questions such as what the most important drivers are of model performance,  
the sensitivity of predictions to changes in these drivers, and the reasons behind the individual predictions made by a 
machine learning model. 

Machine learning models are (often) better at dealing with multiple highly correlated variables and don’t necessarily require 
(or benefit from) parsimony. This means that, rather than carrying out time-consuming univariate analyses before building a 
multivariate model, model building can precede feature selection; while high correlations between features can still affect the 
interpretability of a model, this can be dealt with by taking collinear groups of variables into account when calculating  
outcomes-based interpretability.   

7

Machine learning models are (often) more robust in the face of poor data quality. Certain families of machine learning 
algorithms, notably those based on decision trees, interpret missing values as just another ‘branch’ of a tree and don’t require 
interpolation or otherwise backfilling missing data. Indeed, in some cases, if there is a systematic pattern to which values are 
missing, these types of algorithms can identify this and use it as a signal in itself.
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It’s Not All Rainbows and Unicorns...
So there are a number of excellent reasons to consider machine learning techniques for inclusion in an investor’s or quant’s arsenal. 
That said, everything has its limitations, and it’s important to be aware of these.

Garbage in, garbage out is still very much a thing. While machine learning models can be excellent at modeling highly complex 
behaviors and systems which are driven by hundreds or thousands of variables, ultimately, if there’s no signal, even the best 
machine learning algorithm won’t be able to turn this data into a usable model. So, machine learning can’t work magic — any kind 
of model will struggle if the input data doesn’t describe the underlying behaviors well and thus isn’t predictive of the outcome 
you are modeling, or the behaviors being modeled don’t have consistent cause-and-effect relationships in the time interval 
concerned. Incidentally, this is why it’s important to be able to “fail fast” in data science; you want to avoid spending too much 
time trying to solve the intractable.

Non-parametric machine learning models (sometimes) aren’t boundless. Certain machine learning algorithms⁶ are great for 
many things but can struggle to deal with values of input variables they’ve not seen before. A linear model or neural network could 
simply extrapolate by applying a coefficient to an extreme value and making an “educated guess”⁷; a tree-based model won’t 
have coefficients and may end up effectively saying, “Uh, I don’t know, what happened last time the inputs went to an extreme in  
this direction?” 
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⁶ Especially decision trees and those algorithms based on them — random forests and gradient-boosted trees, for instance. They’re great when it’s 
unlikely that extrapolation will be needed, though, and can outperform even sophisticated neural networks in many ‘vanilla’ use cases. 
⁷ How good such extrapolations actually are is a separate question — at extremes, it’s quite likely that the behavior(s) being modelled have changed 
and the educated guesses are pretty bad, too.
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Artificial intelligence is no match for human laziness or stupidity; domain expertise and data understanding are as  
important as ever. With AI, a good model is a necessary but not sufficient condition to generate value; in order to really add value 
from predictive modeling — no matter what the techniques or algorithms used — an understanding of the domain being modeled 
and the data used to describe it is crucial.
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Machine learning models aren’t immune against overfitting (either). At some point in their careers (hopefully early on), most 
quants will have seen a model which looked amazing on paper and backtested incredibly well — and stopped working pretty much 
immediately once in production. For some, this may have caused an involuntary career change; others will appreciate the importance 
of making sure that machine learning models aren’t overfitted — you don’t want models to learn the training data so well that they 
don’t actually work on new data. Certain best practices need to be followed in order to avoid overfitting: ensure that models are 
properly validated, selected and calibrated on previously unseen data (out-of-sample validation and testing) and that they do not learn 
from information that would not be available at the time of prediction (target leakage).
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⁸ You should still be able to understand the data and generally find your way around a computer, though; if you struggle with Excel, maybe best leave 
machine learning to the youngsters.

FINANCIAL MARKETS   |    AI in Financial Markets: Beyond the Market-Predicting Magic BoxFINANCIAL MARKETS   |    AI in Financial Markets: Beyond the Market-Predicting Magic BoxEBOOK    |    AI in Financial Markets: Beyond the Market-Predicting Magic Box

…But Automating Machine Learning Helps.

 

Barriers to entry are falling fast. You no longer need armies of rocket scientists or Ph.Ds in order to participate in the AI 
revolution. Modern automated machine learning platforms such as DataRobot hold benefits for users at a variety of technological 
skill levels, whether or not they are able to code; a lack of programming skills is no barrier to building sophisticated, powerful 
machine learning models with DataRobot⁸.

But it’s not just about making the technology accessible to a wider audience. With DataRobot, many repetitive parts of the 
process of building machine learning models are automated, while ensuring that best practices are designed in; this allows 
users to become massively more productive. As a result, experienced quants and financial data scientists who understand their 
data well and are comfortable with coding in Python or R are finding that automated machine learning gives them the ability to 
massively expand the problem space they can explore. 

Automation accelerates governance and compliance processes. In heavily regulated industries such as the financial markets, 
the use of a standardized, automated process by which machine learning models are built, deployed, and managed can 
substantially reduce approval times and compliance overhead. This allows model validators to focus on the specifics of a given 
use case, secure in the knowledge that a reproducible end-to-end data science process has been followed, irrespective of the 
model builder’s technical abilities.

Let’s look at what that actually means, and why it matters, in more detail.
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What’s Your Problem?               

9 A cynic might even note that “innovation” teams in too many companies seem far too concerned with the question of whether we’ve seen this use 
case work with their competitors already.
10 Never mind the lawyers. Armies of lawyers ready to descend upon us like a ton of bricks should we do anything stupid or unprofessional.

Let’s dig into this last point a bit more: what exactly can advanced users in front office securities industry roles do with this great 
increase in productivity and effectiveness? 

For most other industries, and indeed for other functions in the securities industry, we would list a number of use cases that we’ve 
seen work in the business already9. In the financial markets, it’s a little different: there is an ongoing arms race to find and exploit 
edges before they become widely known, are arbitraged out, and lose value. As a result, it’s difficult to discuss in any level of detail 
the use cases we’ve seen work across the industry, let alone how, as this runs the risk of eroding our clients’ competitive advantage10. 
And in any case, the innovators and contrarians in the audience might rather do the opposite of what’s proven, as the greater rewards 
accrue to those who boldly tread virgin territory. 

Instead, let’s take a different tack. Assume that you’re a front-office financial markets professional with an idea of where there may 
be an inefficiency in the markets that you want to exploit. You’ve got some excellent quants on your team (maybe you’re an excellent 
quant yourself), but searching for inefficiencies is a laborious process and good quants and strategists are scarce and expensive 
(those Ph.Ds don’t grow on trees). It makes sense to automate the repetitive parts of the process and concentrate their time on types 
of tasks that can’t be automated: a technology that enables practitioners to work their way through more candidate approaches in 
the same amount of time can be transformational in the right hands. DataRobot is such a technology.

FINANCIAL MARKETS   |    AI in Financial Markets: Beyond the Market-Predicting Magic Box

“Any edge has a half-life that is generally pretty short. It really has always been an arms race.”

                                                                               — Jody Kochansky, Head of Aladdin Product Group, BlackRock
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WITH GREAT POWER COME GREAT NON-DISCLOSURE AGREEMENTS
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At its heart, DataRobot is an enterprise AI platform for the automated building of machine learning models to address two very 
common classes of AI problems.

• Supervised machine learning. You have a body of historical observations (data), you know various things about them  
(variables/features) and you know the outcomes of these observations (the target variable). Supervised machine learning  
comes into its own when it’s valuable to make reasonably accurate predictions of likely outcomes as new observations come in. 

        Supervised machine learning use cases come in various forms: 
 
 

        Supervised machine learning models can be: 
 

• classification tasks (answering yes/no questions, or classifying observations into multiple categories) and 
• regression tasks (predicting numbers); 

• cross-sectional (observations are independent of each other) or 
• time-series (observations exhibit time dependencies/serial correlation; many securities industry models fall into this form).

What Can Be Automated?

Discovery and
problem definition

Data stuff

12

•   Fully Automatable •   Some Automation, needs 
    human insight/oversight

•   Can be pipelined •   Human-in-the-loop/
    domain expertise is vital

Analysis, insights
and validation

OperationalisationModel development

Business problem
Anticipated use
Fit with existing process
Value statement
Formulation in ML terms
Change management

Derive insights
Communicate results
ROI quantification
Documentation
Internal and external
   model validation

Pre-processing
Feature engineering
Parameter tuning
Out-of-sample testing
Diagnostics
Model selection

Integration
Governance
Production deployment
Monitoring
Maintenance

Source identification
Exploration
Extraction
Merging and joinging
Transformation
Aggregation
Munging, wrangling,
   ninja-ing...
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But what does this mean in practice? Maybe it’s best to illustrate this using a “toy” quant finance problem that we built for 
JPMorgan’s DeepFin series and the Open Data Science Conference. We examined the impact of cuts in dividend expectations  
on subsequent share price performance, using a set of some 50,000 historical examples of downward revisions from global 
equity markets over the preceding ten years. In conventional quantitative finance terms, this might be framed as a regression: 
let’s model, for example, three-month forward return with respect to the magnitude of the cut in dividend expectations. Or one 
might frame the problem as a rule of thumb: what sort of behavior might I expect when dividend expectations for a stock get  
cut by 10%? 
 

 

Problem Space. The Final Frontier.

13

• there is data available that is a good representation of the important behaviors/factors driving the number(s) to be 
predicted; and that

• the relationship between the underlying data and the number to be predicted is sufficiently stable (or at least consistent) 
that enough data to build a model can be collected; and, of course, that

• there is value in being able to predict the number(s) of interest ahead of time.

• Unsupervised anomaly detection. You have a body of historical observations (data), you know various things about 
them (variables/features) and, as new observations occur, the ability to score how similar or different they are to historical 
observations is valuable. This also can be done cross-sectionally or with a time series approach.

In our experience, some 80% of machine learning problems in business can be framed as one of these two types. Financial 
markets are no exception; a lot of work is carried outto predict various numbers, based on what is known at a given point in time. 
What these numbers represent is almost irrelevant; as long as
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The graphic above illustrates some of the questions that could be searched on — the “problem space.” In our limited, toy example, 
we searched on the following:

• Would viewing this as a classification or regression problem work better? Should we aim to model the return number that 
we’re looking at — regression problem; more precise — or should we look at whether the return will exceed or fall below a 
certain threshold — classification problem; maybe a greater chance of success.

• In the case of a classification problem, what threshold should we set for the returns that we are looking for? Zero?  
5%? 10%? 50%?

• Which returns are we interested in in the first place? We looked at absolute returns and returns relative to the stock’s country; one 
equally could have looked at relative-to-industry returns. My hypothesis was that by focusing on idiosyncratic risk, ( i.e., eliminating 
market factors), the model would have a better chance of success. Alas, that didn’t seem to be how investing worked last decade.

• What exactly did we mean with cut in expectations? Any month-on-month fall, even a fraction of a percent, or did we want to 
be more specific and only look at falls beyond a certain threshold?

SEARCH ON WHICH INPUTS?

WHEN? ACTUAL OR EXPECTATIONS?
WHAT HORIZON? HOW MUCH OF A CUT?

LOCAL CURRENCY OR COMMON CURRENCY?

HOW TO BUILD THE MODELS?
HOW WILL WE USE IT?

TRANSLATING A PROBLEM STATEMENT INTO THE LANGUAGE OF DATA SCIENCE.

after     a dividend cut?
What drives    share price performance
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To keep the problem statement reasonably compact and tractable, we stopped defining search criteria here. This set gave us 
110 combinations of “super-duper-hyperparameters” to work on before even getting to the question of which machine learning 
algorithms to consider and use — a decision we happily outsourced to DataRobot’s automated machine learning. We threw 
some compute at these questions, and used DataRobot’s Python API to build 110 machine learning projects containing over 
4,300 candidate machine learning models in the course of a weekend (well, 9 hours). This needed no more than 150 lines of 
code to generate the full set of models, plus another 120 lines to retrieve the results11.

At this point, JPMorgan’s Ayub Hanif remarked (in a research report summarizing the DeepFin event) that “it cannot be stressed 
[enough] how complicated this would be for a human to try to build using traditional machine learning coding practices and the 
length of time it would take to run.”

Other things we could have looked at include:

• What period to train the models on? Evaluating different modeling periods would allow us to gain insight into  
the stability of the factors and whether there may be distinct régimes in the data.

• What return period to use? We assumed three months; other periods could have been equally relevant, or  
indeed more so.

• Whether to narrow the focus to certain markets or market cap brackets?

And the list goes on, limited only by the modeler’s imagination and ultimately the available time — but time availability is a 
much lighter constraint than it would be in “traditional” quant. It’s not hard to imagine how a similar approach could be applied 
to making predictions on many other financial variables of interest. Automated machine learning therefore carries with it 
the advantages of scale — facilitating greater efficiency to transformational effect when testing multiple variants of investor 
hypotheses on many different topics.

11 In both cases, the bulk of the code dealt not with the actual machine learning, but with iterating over the data, slicing it as required, and  
actually keeping track of which machine learning projects related to which variants of the problem statement.
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Managing for Dumb Luck: It’s Not Selection Bias if You Follow  
Best Practices.
But, we hear you say, aren’t you just using automated machine learning to generate hordes of proverbial (robot) monkeys and 
darts to throw at the financial pages? How can you be confident that a model built and identified in such a way will actually 
generalize? We’ll examine this more closely when we look at best practices in building such models, the importance of ensuring 
that they are baked into your machine learning approach, and how DataRobot’s automated machine learning helps to ensure 
best practices in both machine learning model construction and model validation.

Whoa. Ouch. Don’t hold back, Professor. Practitioners will have a great deal of sympathy with this view; it’s all too easy to cross 
the line and end up doing the dreaded data mining rather than building a robust investment strategy. The annals of investment 
management are littered with stories of finance academics’ investment vehicles that failed to monetize very promising 
“discoveries” as they were unable to replicate their stellar “paper” results with real money. At the same time, it’s important that  
we don’t confuse data mining (bad, and likely to fool us with randomness) with the process of repeated, iterative calibration that’s 
usually needed in order to make a machine learning model work well; even the most sophisticated automated machine learning 
solution may require some rounds of tinkering before being ready for the world.

BEST PRACTICE MAKES PERFECT.

“It is trivial to produce a historical walk-forward backtest with a high Sharpe ratio, by 
trying thousands of alternative model specifications. […] As a result of this selection 
bias, most published discoveries in finance are false.”

                              — Prof. Marcos López de Prado, Advances in Financial Machine Learning
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Unseen data is your best friend. There really is no such thing as too much out-of-sample testing; too little happens all the 
time. When you’re evaluating or calibrating multiple variants of the same hypothesis, or comparing multiple machine learning 
approaches, you also need to be very careful that you don’t accidentally turn your “unseen” data into “seen” data (this can happen 
very easily and tends to end badly). Test the stability of your preferred model’s performance by exposing it to more, previously 
unseen data once you’ve chosen it; DataRobot keeps a further holdout set locked away specifically for this purpose and allows 
users to further evaluate stability on more, ‘external’ unseen data if desired. Remember that models’ in-sample performance 
should look great by design and, therefore, holds no information whatsoever; this is why DataRobot does not expose in-sample 
performance metrics or analytics numbers as a rule. 

Specificity rules. What are you actually testing? Be as specific as possible and don’t take the “I’ve got a bunch of data, let’s see 
what I can find” approach. Set up one or multiple hypotheses. “Stocks that experience earnings expectations downgrades and 
weak price momentum will outperform over the following three months” is a good hypothesis to test, “there’s got to be something 
in the text of earnings releases which will allow us to predict forward returns” isn’t. Keep simple probability theory in mind and 
don’t allow yourself to be fooled by randomness: assuming 50/50 odds of a successful backtest, running as few as eight different 
problem setups across three backtests is likely to return one that looks good just from random chance.

Philosophy, not Foolosophy. So, how do we avoid this trap, while still constructing models that are robust and workable? It’s 
important to approach the problem thoughtfully and pragmatically. We’ve found that keeping the following common sense 
considerations in mind greatly helps our quant clients when building their machine learning models.
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Sometimes less data is more; sometimes more data is more, but less often than you’d think. Sometimes reducing the amount 
of data that you’re training your model with by shortening the timespan used in training can yield better results, especially in time-
series problems and other fields where behaviors are unstable over time. To identify the period over which the observed behaviors 
are strongest, test multiple different model training durations and evaluate how these affect model performance. As before, use 
API automation to make this process as painless as possible.

Backtest for stability and decay. Related: simulate how your model maintenance and refresh process would look in production. 
Would you have reached the same conclusions if you’d built your models six months, a year, two years, five years ago? Use 
simulations to understand how often you will need to retrain your model (i.e., how quickly its performance would have decayed 
after training and what scheduled refresh frequency will make sense). DataRobot’s powerful Python and R API integrations allow 
users to add another layer of automation to the automated machine learning process to very efficiently carry out these kinds of 
simulations. Once your model is deployed, DataRobot MLOps model accuracy and data drift monitoring keeps a watchful eye on 
it — also flagging when an unscheduled refresh might be in order due to unexpected performance deterioration or data changes.

18
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"One Model for All Seasons” Is Not an Actual Thing. The economy evolves over time; expectations about the business cycle 
evolve even faster, as do financial markets environments. Don’t expect your models to work over the long term; better to have the 
agility to quickly identify when a régime change is on the horizon — and to react quickly. Automated machine learning gives you the 
power to efficiently develop a veritable arsenal of models suited to particular market régimes and/or to quickly build new models 
in response to a change in environment. DataRobot’s MLOps data drift tracking allows users to identify phase shifts in deployed 
models’ input data, even before prediction outcomes (actuals) are known.chance.
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Naïveté is a virtue. While we’re on the subject of sense checking: don’t forget to check the models you build against naïve 
baselines. These are, simply put, “stupid models” — always predicting the same thing, such as the average of the target variable, 
or the more frequent response. In time-series modeling, the baseline is the most recent value of the target variable. It’s important 
to calculate the error metrics for these and compare them to your candidate models; if you can’t outperform them, it’s a sure 
sign that you need to do some more work before you actually have something ready to go.
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Algorithmic Diversity Is Useful for Sense Checking. We’d already mentioned that there’s no such thing as an algorithm that can 
magically create “signal” out of thin air or random data. Conversely, if you’ve found something that models well when using one 
family of machine learning models but shows zero promise with any other approach — yep, you’ve probably found yourself another 
statistical artefact. To avoid this, use automated machine learning to try out as many different machine learning approaches to a 
given problem as you can lay your hands on. Only proceed if you can replicate your modeling success, at least to an extent, with 
multiple different machine learning techniques. (Did we mention that DataRobot’s automated machine learning allows users to 
evaluate a wide variety of machine learning algorithms, based on about a dozen open source libraries?)

Smell tests and sense checks are important. Have I bored you enough about the importance of domain expertise yet? If 
something looks great but you can’t fully understand or explain the underlying behavior, chances are you’ve found a statistical 
artefact that you won’t be able to replicate in production. Granted, many financial markets behaviors are complex and may seem 
counterintuitive at first glance, but always ask yourself whether your findings make intuitive sense — or can, at least, be explained. 
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Don’t expect to shoot the lights out. Financial markets are noisy, financial markets data even more so. Just like with other 
investment decisions, it pays to be realistic about what’s a good outcome — the old adage suggests that you’re doing well if you’re 
right 55% of the time, and can make money from being right less than 50% of the time as long as you are disciplined at managing 
risk. This applies to machine learning in quant finance, too: an R2 of 0.2 to 0.3 can be a good outcome in this context, with 0.4 
or 0.5 high enough to seem deeply suspicious. (We’ll save the discussion on why R2 is generally not a good metric for machine 
learning models for some other time.)

Self-awareness is paramount. That amazing, super-accurate model you just built which is making you look like some kind of 
quant investing genius and will let you retire before you hit 30. Sorry, but it’s much more probable that you’re not actually the 
quant Einstein: acknowledge this and look for errors in your model — it’s likely that you’re experiencing data leakage of some 
sort. If it looks too good to be true, it usually is. Surprisingly often, you will end up spending time on actively making your model 
performance worse — but realistic and replicable. A good understanding of the data is crucial, as it can be hard to detect the root 
causes of these types of errors (data leakage and target leakage over time); DataRobot’s automated target leakage detection 
capabilities and sophisticated analytics support this by highlighting where to look for such leakage.

20
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Automatic for all the people

“We’re functioning automatic / And we are dancing mechanic / We are the robots” 
                                                                                                                                                 

One of the great advantages of automated machine learning is that, as we saw, a lot of what constitutes best practice can be 
incorporated into the automated workflow. DataRobot’s product design philosophy embodies this: we provide an enterprise AI 
platform that bakes in a lot of expertise, best practices, and guardrails. This can be particularly useful for those occasions where 
you’re simply not aware that you’re doing things that aren’t a great idea, or haven’t the time to get into the detail of what constitutes 
best practice for a given machine learning approach.

TURBOCHARGE YOUR EXPERTISE AND SELF-AWARENESS BY OUTSOURCING BEST PRACTICES.
Our quant investment management clients tell us that what they love about DataRobot is how it allows them to focus on their value 
add — their deep expertise in financial markets and understanding of financial data — by automating much of the model-specific 
data engineering, training and selection processes. DataRobot’s built-in guardrails such as automated target leakage detection,  
data quality checking, redundant feature detection and feature reduction, amongst many others, complete the picture. 

Incidentally, while you’re at it, outsource (some of) your compliance documentation workload: if you’re reading this, you’re probably 
working in a highly regulated environment, where model validation and/or model risk management is becoming increasingly 
important. This often requires detailed documentation of the model building process and its results. DataRobot automatically 
generates compliance documentation; our customers speak of a 50%-70% reduction in overhead as a result. And that’s before we 
even start talking about the need for challenger models, which get built automatically in DataRobot as a by-product of the automated 
machine learning process. 
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— Kraftwerk (1978)



EBOOK    |    AI in Financial Markets: Beyond the Market-Predicting Magic Box

2322

Not a Miracle Drug, but Strong Medicine.
So there you have it. Machine learning in quant finance: not Miracle On Wall Street, nor a panacea, but a versatile, 
useful addition to the traditional quant’s toolbox of mathematical and statistical techniques. Used with a 
modicum of good sense and an understanding of good practice, coupled with realistic expectations (and maybe 
some Python code), automated machine learning has the power to act as a force multiplier for quant analysts.  

We hope that this ebook has illustrated why and how, despite the hype, increasing numbers of sell-side and 
buy-side professionals are harnessing the power of automated machine learning in their daily work and using 
DataRobot to build, deploy, and monitor models that generate millions of dollars annually. Will you join them?
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DataRobot helps enterprises embrace artificial intelligence (AI). Invented by 
DataRobot, automated machine learning enables organizations to build predictive 
models that unlock value in data, making machine learning accessible to business 
analysts and allowing data scientists to accomplish more faster. With DataRobot, 
organizations become AI-driven and are enabled to automate processes, optimize 
outcomes, and extract deeper insights.

Sign up for a free trial today to find out how DataRobot can help  
your organization at datarobot.com


